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Abstract. Semantic Web and Social Web are two rapidly growing areas, 

evolving independently but complementing each other. On one hand, 

ontological aspects in the Semantic Web represent the top-down model, which 

lacks flexibility and scalability, in addition to facing the technical challenges of 

deployment on the current web. On the other hand, folksonomies on the Social 

Web represent the bottom-up model, which consists of unstructured data and 

carries no semantics, leading to questions of accuracy and reusability. 

Therefore, we worked on merging folksonomies from the Social Web with 

ontologies from the Semantic Web. This merge has the following advantages: 

1) Creating semantic relations between tags of folksonomy; 2) Enabling 

reasoning on the Social Web. 3) Augmenting the authoring process of adaptive 

hypermedia, by providing rich, free, but also hierarchically structured data from 

the combined Social and Semantic Web.      

Keywords: Semantic Web, Social Web, ontology, folksonomy, semantic 

enrichment, authoring, adaptive hypermedia.  

1   Introduction 

Adaptive and adaptable hypermedia authoring is challenging, especially with respect 

to the move to the Social Web and/or the Semantic Web. The Semantic Web is a web 

of data, in which the machines are able to understand, leading to an effective way of 

finding and sharing information [ 23]. Moreover, in [ 6] we find that “the Semantic 

Web is all about authoring”, in the sense of rigorous, rich creation of annotated data. 

The Social Web is also based on annotations, however, free ones. The term refers to 

the activities of users on the web, such as chatting, discussion groups, and online 

communities; these activities are supported by social network services, which 

collaborate to make the web an open social network [ 22]. The Semantic Web 

organizes and categorizes data into ontologies, a more rigorous, formal way of 

creating machine-processable data structures. On the other hand, the Social Web uses 

folksonomies, which represent a method of collaborative categorization using freely-



chosen keywords called tags [ 19]. In this paper, we present a mechanism of mapping 

unstructured data from Web 2.0 to structured ontologies. This further allows 

augmenting the authoring of adaptive hypermedia by providing rich, free, but also 

hierarchical structured data from the social and semantic web. This can be used by 

authors in different ways. Either to add adaptivity to linear social web data, or as a 

pool of keywords to draw from, as will be explained. Such automatic authoring steps 

can be a help in the “difficult problem” [ 7] of adaptation authoring.  

2   Merging Methodology 

Our social and semantic web merging methodology consists of three main phases: 1) 

Filtering misspelled tags from the Social Web. 2) Grouping unstructured tags based 

on co-occurrence values. 3) Mapping grouped tags onto matching elements of 

ontologies (using Swoogle [ 21] and Jena [ 11]). Fig. 1 illustrates these main phases. 

The input is a set of unstructured tags from Flickr. These are filtered using the Google 

API1. Next, they are grouped, using the relations between these tags (i.e., their mutual 

co-occurrence values, as explained in section 2.2). Thirdly, we used Semantic Web 

tools (i.e., Swoogle and the ontologies available on the web) for the mapping process 

between grouped tags and elements of selected ontologies. Finally, we create a 

structured hierarchy from the structured tags. Fig.1. also illustrates that our work is 

divided into two sections; the first section is done on the Social Web, whereas the 

other section is done on the Semantic Web. 

 

Fig. 1. Merging Social Web with Semantic Web. 

2.1   Filtering Misspelled Tags 

Tags on Flickr are generated in abundance by end users. However, the quality often 

suffers. E.g., some of those tags are misspelled. We used the Google API to correct 

misspelled keywords, where the Google spell checker software analyses the query, 

examining if the tag represents the most used version of a word. If it finds more 

related search results with an alternative spelling, based on occurrences of all 

keywords on the Internet, then the misspelled tag is replaced with the suggested one.  

                                                           
1 API: Application Programming Interface; Google API: http://code.google.com/ 



2.2   Grouping Filtered Tags 

In this phase, we group similar tags based on statistical information retrieved from 

their co-occurrence values, by using the Flickr API. The co-occurrence value 

between two tags represents how many times these two tags are used together in 

tagging multiple resources. A formalization of a classical formula for computing the 

co-occurrence is shown below: 
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tags(res) – all tags of resource res; resources – the set of all resources;  

For example, consider that the algorithm found two images on Flickr tagged with 

“love” and “harmony”. Then, the co-occurrence value between the tag “love” and the 

tag “harmony” is 2. If these two tags are used together again, the co-occurrence value 

will be incremented accordingly. This means that the relatedness between the two tags 

is determined by the number of the times these two tags appeared together in the 

whole dataset.  

2.3   Mapping between Grouped Tags and Elements of Ontologies 

Grouping tags is a first important step. However, the inclusion of a number of tags in 

the same group does not provide any information about the type and structure of the 

relation between these tags. Therefore, in order to enrich the grouped tags with 

semantic relations, the next phase requires adding semantic content (i.e., from 

ontologies). Thus, matching between the grouped tags and ontologies is performed.  

We used Swoogle [ 21] to retrieve the required ontologies. Swoogle is a semantic 

search engine for semantic contents on the web. It returns the ontologies as RDF files; 

however, it does not provide reasoning and extraction of fully automated semantic 

relations between the grouped tags. This can be performed with another semantic 

API, such as Jena [ 11]. Jena is an open source semantic web framework for Java. It 

provides an API to extract data from RDF and write to RDF graphs. The purpose of 

using Jena is to parse and serialize RDF files retrieved from Swoogle to determine the 

semantic relations between the tags within a group. 

3   Experiment 

We used data from Flickr, a social website, allowing users to upload their photos and 

describe them via "tags" (a form of metadata). The initial subset is called tag cloud of 

Flickr2, which is the set of the most popular tags. This amounts to about 145 tags 

(size(tag_cloud) = 145). However, this set of tags does not define relations between 

tags, or contain quantifiers of these relations, which are necessary to analyze the co-

occurrence among the tags. We extract relations by extending the initial tag cloud to a 

                                                           
2 http://www.flickr.com/photos/tags/ 



larger set of related tags (11,138 tags). Flickr has an open API3 for data retrieval 

(e.g., photos, tags, profiles or groups).  

3.1   Conditions of the Experiment 

In the experiment, we combined a set of APIs from different sources to accomplish 

our goal of enriching tags on Flickr with semantics relations. In order to limit the 

results, we also set up a set of conditions as follows:  

1) Each tag has to occur at least ten times to be a part of a group (this value is 

determined experimentally, and is based on the fact that spam tags and/or 

unrelated tags present in our database have a lower average of co-occurrence 

value, i.e., co-occurrence (spam_tag, any_tag) < 10).  

2) Every two groups that share more than five tags must be combined into one 

group, to avoid redundancy (this result in an average of number of tags in per 

group of ten tags). 

3.2   Steps of the Experiment 

We developed a specific application that can work with the APIs mentioned in this 

paper. Firstly, we retrieved tags from the tag cloud and its related tags, and then we 

calculated the initial co-occurrences between those tags, using the appropriate Flickr 

API functions. Secondly, we filtered the misspelled tags using Google’s spell checker 

API, as below. If the word is correctly spelled, the check spelling function will return 

NULL. Following, we calculate the final grouping. One group is created for each tag 

cloud tag. Matching the rest of the tags to these groups is based on a co-occurrence 

value threshold of 10 (based on an average experimental value).  Next, the initial 

number of groups are reduced, by searching for common tags between groups. In the 

final phase of the experiment, we interpret relations between grouped tags by 

mapping them onto ontology elements. 

3.3   Results 

As previously mentioned, the initial input of the experiment was a set of 145 tags 

from the tag cloud. Each of these tags is used to retrieve related tags. The extended 

resulting input was a set of 11,283 tags. This set of tags was manipulated in the 

following three phases: 1) Filtering. 2) Grouping. 3) Mapping. During the filtering 

process, all misspelled keywords (e.g., “aple” instead of “apple”) were corrected 

using Google API spell checker. 2,124 tags were misspelled, 1,854 tags of the 

misspelled tags were corrected, whilst the rest of 2,302 tags were removed from the 

total set, because the co-occurrence value was below the threshold. Some tags 

appeared in different groups with different meanings (e.g., “food” appearing in both 

food and hobby group). This is solved in the mapping process, by mapping semantic 

                                                           
3 http://www.flickr.com/services/api/  



relations to different ontologies. After the filtering process, the remaining 8,710 tags 

were categorized into groups, based on the co-occurrence values between tags. 

To concretely show some results4, we illustrate the processing of the tag “Food” 

from the tag cloud. For it, we retrieved a set of 71 related tags. We filtered the 

previous set using the Google API spell checker, and after applying the conditions of 

our experiment, we obtained a set of 14 tags, as follows: {food, fruit, dessert, pasta, 

cake, red, seafood, fish, meat, grape, spaghetti, vegetable, bread, green}. Finally, 

we mapped those 14 tags onto the elements (concepts, properties, or instances) of 

ontologies, using Swoogle (to retrieve ontologies that contain the selected tag, ‘food’) 

and Jena (to define relations among tags in this group by calling the appropriate 

function). Due the lack of semantic contents on the web, not all groups are mapped 

onto ontologies; however this group on this well-known concept, “food”, mapped 

almost completely on the Food Ontology5 (Please note that even the food group 

doesn’t completely map onto the Food ontology. For instance, there is no mapping of 

the tag ‘cake’). The list of the mapping results are too numerous to list in this paper, 

but here is a sample: (items in Bold are elements of the processed group ‘Food’, 

shown below as they map onto the Food ontology.)  

{Food � Fruit} 

{food:EdibleThing � Desert � food:SweetDessert} 

{Desert � food:CheeseNutsDessert} 

{food:EdibleThing � Pasta � food:PastaWithWhiteSauce} 

{Pasta � food:PastaWithRedSauce} 

{vin: property colour = Red} 

{Meat � RedMeat � NonSpicyRedMeat} 

{food:EdibleThing � seafood � food:Fish} 

{RedMeat � NonSpicyRedMeat} 

{seafood � food:Shellfish} 

Hierarchical cluster analysis is based on a similarity matrix amongst tags. This 

matrix presents a table in which both rows and columns are the tags in same group 

and the cell entries are a measure of similarity (co-occurrence values) for any pair of 

tags. There are many measurement techniques for similarity between pairs of tags in 

the same group, such as (intervals, counts, binary), each with its own functions. For 

example, for the interval measurement, we can use Euclidean distance, Squared 

Euclidean distance, City block distance, Pearson correlation, and Cosine.  

For within-cluster analysis and validation, the Count measurement using the Chi-

square measure, the default for counting data, is most appropriate, as we compare the 

co-occurrence of the various tags within the cluster with the initial cloud tag that 

started the cluster. The Count Chi-square test in HCA compares observed counts of 

particular cases to expected counts (in our experiment, co-occurrence values between 

two tags). The result of the analysis can be depicted as dendrograms, also called 

hierarchical tree diagrams, which show the relative size of the proximity coefficients 

at which cases (tags) were combined (Figure 2). Each row represents a case (tag) on 

                                                           
4 The result shown in this experiment is only a sample of the complete result, as there is no 

place to mention 8,710 tags. 
5 http://www.w3.org/2001/sw/WebOnt/guide-src/food  



the Y axis, while the X axis is a rescaled version of the proximity coefficients. Tags 

with higher similarity are close together, with a line linking them a short distance 

from the left of the dendogram. When, the linking line is to the right of the 

dendogram, the linkage occurs with a lower similarity coefficient, indicating that tags 

were agglomerated, even though much less alike (e.g. pasta and spaghetti are closely 

linked, but not as close as fruit and bread).  

 

Fig. 2. Hierarchical cluster analysis for the food group 

The previous dendogram presents a tree of visual classification of similarity (based 

on co-occurrence values), which illustrates another valid hierarchy. This hierarchy 

represents the bottom-up ontologies from folksonomies. In Figure 2, “green”, 

“grape”, and “fruit” are clustered first; similar to “fish”, “meat” and “red”; and 

“pasta”, “bread” and “spaghetti”; and so on. Next, these generated clusters (those are 

close to each other) are grouped together. The final result is a hierarchy which can be 

used to determine semantic relations among tags in same group, especially when the 

group does not have a corresponding ontology from the Semantic Web. It is thus 

possible, although not the main objective of this paper, to compare Web 2.0 bottom-

up generated ontologies with expert-made, top-down ontologies from the semantic 

web. (e.g., the ‘Food’ ontology presented at the beginning of this section, with the 

resulting ontology in Figure 2). For here it suffices to note that our clustering method 

can thus be justified and analyzed via a statistical method independent to our initial 

clustering choice.  However, our method is (arguably) computationally simpler to 

statistical methods, and thus preferable, as it is expected to scale better.  

4   Discussions and Critical Analysis 

We divided findings into three separate sections, reflecting our three processing 

phases, accordingly.  



4.1   The Major Findings of Filtering Tags 

The procedure outlined here has the effect of decreasing the cost of creating and 

authoring semantic content. We have obtained our set of tags ‘for free’, as the Social 

Web offers a great resource of data at a low cost.  

Tags are context-specific, which means different users use the same tags with 

different meanings for different resources (e.g., user A uses the tag "mouse" for a 

photo of a type of rodent, whilst user B uses it to describe a computer input device).  

Tags can be system-specific; we obtained our dataset from Flickr by using its API. 

However, other social websites exist, and it is reasonable to expect that the mapping 

results are different, as tag clouds can be different. For instance, extracting semantics 

from wiki content [ 1] requires using templates of Wikipedia only.  

4.2   The Major Findings of Grouping Tags 

All tags are connected to each other on the social web, thus, in principle, all tags 

belong to one set. However, this option is not practical for most application cases. 

However, the number of sets should be kept low. So, due to scalability issues, we 

initialized our set of groups with the elements in the tag cloud.  

However, the number of sets should not be too low. Thus, as large sets can lead to 

complex, time-consuming computations and can contain too many false entries, we 

based the group inclusion condition on the co-occurrence value. This solution 

however could lead to deleting important tags from the group. Thus, there is a delicate 

balance between manageability and preciseness.  

Not all social web tag-groups are covered by ontologies: some folksonomy tags 

have no matched ontologies. This finding is due to the lack of semantic content 

available on the web. A solution would be the building of ontologies from social data, 

e.g., via the users’ behaviour mapped on the time dimension, as proposed previously. 

Several groups share the same subset of tags, which leads to a high degree of 

similarity amongst those groups. The similarity leads us to merge those groups into 

larger groups, in order to avoid redundancy. Such similarity between groups may 

come, for example, from describing the same content in different ways. E.g., in the 

tag cloud there are two tags “Trip” and “Travel” whose groups have 7 shared tags: 

trip {travel, vacation, sky,  sea, water, beach, holiday, nature, sun, ocean, 

landscape, sunset, road, clouds, light, street, boat, Europe, people, tree, family, red, 

night, friends, fun, California, island, car, parispark, roadtrip}; travel {vacation, 

nature, sky, Europe, beach, trip, landscape, sea, water, italy, architecture, blue, 

people, summer, mountains, paris, clouds, ocean, mountain, asia}. 

4.3   The Major Findings of Mapping Tags 

Since the experiment used tags from Flickr, we found that the most used ontology 

element was “instance” (not “concept” or “property”). The reason is that, when users 

tag a specific resource (here, pictures) they often tend to describe it with specific tags 



rather than more abstract concepts (e.g., names of people, models of cars, names of 

places, etc.).  

   Merging knowledge from multiple ontologies could provide a much richer 

perspective on the underlying semantics of tagging systems (as supported by result in 

[ 20]). Mapping to multiple ontologies can also help decrease the ambiguity level. For 

example, "mouse" (as a type of rodent or a computer input device) and can be mapped 

on two different elements of two different ontologies, clarifying the meaning. This 

also solves one of the main obstacles noted by [ 14], which focuses on polysemy 

(same word with multiple meaning) in a semantic collaborative tagging system. 

It is possible to have tags in a group which are not mapped onto same ontology. 

This highlights differences between usage (folksonomy) and semantics (ontology).  

The mapping process, compared to the related work [ 17], has the advantage of 

automating the retrieving ontologies from the semantic web, as well as enriching 

folksonomy tags with semantic relations. 

5   Scenarios of Using the Authored Hierarchical Structure 

Different scenarios can be applied to augment authoring environments with the 

produced hierarchy. The most straightforward is to import data from the social web 

into authoring environments, after it has been structured by mapping to ontologies, as 

shown in this paper. The imported data can then be used with different adaptation 

strategies, in order to personalize the display of the information. For instance, a 

simple rule would be ‘show the current user all figures labelled with his current tag 

(from the user model (UM))’:  

  IF (concept.tag == UM.tag) then concept.show = TRUE 

Another scenario is using a structured keyword pool for suggestions or corrections, 

so that authors will start using more structured data in their keyword choice instead of 

free-chosen tags. This can be achieved as follows: 1) Auto-replace: feature found 

also in text editors or word processors. It involves automatic replacement of a 

particular string with another one, usually one that is longer and harder to type, such 

as "NYC" – unstructured tag from social web - with "New York City" – structured tag 

taken from the city ontology. 2) Auto complete:   feature provided by many text 

editors and/or word processors where the system suggests a word or phrase that the 

user wants to type. This would require a similar processing of the keywords 

annotating concepts in authoring environments to the tags in the social web. 

6   Related Work 

Merging ontologies and folksonomies can benefit from the strengths of each of them 

[ 9]. The ontology provides the benefit of enabling semantic search queries, as well as 

applying reasoning on structured data. On the other hand, the folksonomy provides 

the benefit of flexibly generating tags. This merging utilises direct relations between 

tags based on explicit co-occurrence values rather than using complex mathematical 



relations between tags (as in [ 20]). Our work uses simpler co-occurrence computation 

methods that should allow for swifter processing, higher performance and scalability. 

Related work can be categorized in two main directions [ 18]: 1). Enrich the social 

web with semantic content, as it is possible to apply the semantic enrichment between 

tags in folksonomy by using ontologies from the semantic web [ 17]. An example of 

semantic enrichment of tags are the weblogs in [ 3]; as well as the method of 

extending the (object, tag) pair in the folksonomy towards the triple (object, ontology, 

tag) in [ 12]. [ 15] aimed at extracting structured information from folksonomies, 

where the co-occurrence value among tags in folksonomies is the main factor to 

determine to which group the tag belongs to. 2). Add information on users' activities 

or other social aspects to the semantic web. Examples include the method of applying 

ontologies in a folksonomy model [ 2, 4], or defining multiple labels for ontology 

nodes [ 13, 8].  

Our research is useful for both research directions, as it could both be used to 

enrich social web sites (such as Flickr) with semantic relations, or be used to correct 

and extend given ontologies with missing terms from the social web. Unlike the 

above presented related work, in our work we use explicit co-occurrence values 

among tags, which impacts on the performance, as the reasoning process is simplified. 

Moreover, we believe that co-occurrence values between tags are more important in 

the tag grouping process, rather then in the process of mapping onto elements in 

ontologies, especially when adding semantics to social web applications. 

7   Conclusion and Future Work 

The social web is driven by the power of its users, who collaborate and produce a 

massive amount of data. However, this data is unstructured and has no semantics, 

which leads to problems of retrieval accuracy and processing effectiveness. The 

semantic web is driven by the power of machine computing, where the computers are 

able to understand the data. Nevertheless, semantic concepts lack simplicity and 

scalability, and they are difficult to extend over the already existing large scale of 

information available on the current web. Our work thus aims at merging the Social 

Web with the Semantic Web by enriching tags of folksonomies with semantic 

relations. For this purpose, we used multiple APIs from different sources.  

Concluding, the added value of our work is that it combines, in a simple, 

reproducible way, the strengths of the Social Web’s bottom-up approach (i.e., the 

flexibility and simplicity of folksonomies) with the strengths of the Semantic Web’s 

top-down approach (i.e., the accuracy and the hierarchy of ontologies). In addition, 

the work avoids the weaknesses in both Social and Semantic web, as the generated 

structures are extracted from folksonomies, rather than by applying predefined 

ontologies. For future work, we plan to investigate how to concretely integrate our 

work with authoring systems such as MOT (My Online Teacher) [ 5]. 
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Abstract. Recently, a growing body of research targets authoring of content 

and adaptation strategies for adaptive systems. The driving force behind it is 

semantics-based reuse: the same adaptation strategy can be used for various 

domains, and vice versa. E.g., a Java course can be taught via a strategy 

differentiating between beginner and advanced users, or between visual versus 

verbal users. Whilst using an Adaptation Language (LAG) to express reusable 

adaptation strategies, we noticed, however, that: a) the created strategies have 

common patterns that, themselves, could be reused; b) templates based on these 

patterns could reduce the designers’ work; c) there is a strong preference 

towards XML-based processing and interfacing. This has lead us to define a 

new meta-language for the LAG Adaptation Language, facilitating the 

extraction of common design patterns.  This paper provides more insight into 

the LAG language, as well as describes this meta-language, and shows how 

introducing it can overcome some redundancy issues.  

Keywords: LAG; AHA; Grammar; Educational Adaptive Hypermedia; 

Adaptation; Adaptation Engine. 

1. Introduction 

The use of adaptive systems [ 7] is increasingly popular. Commercial systems on the 

web (e.g., Amazon) or beyond (PDA device software) present at least a rudimentary 

type of adaptation. However, adaptation specification can not be fully expressed by 

standards1 yet, and most commercial and non-commercial systems rely on proprietary, 

custom designed, system specific, non-portable, and non-interoperable adaptation. An 

intermediary solution, until standards emerge, is the creation of Adaptation 

Languages, which, with their power of semantics-based reuse, appear as a reliable 

future vehicle for all [ 8], [ 15]. Once written, the same adaptation strategy can be used 

for various domains. E.g., the strategy for beginner-intermediate-advanced written in 

the LAG language [ 8], could be used to teach students of varying knowledge level 

studying databases, mathematics or poetry. Similarly, the same domain model can be 

used with various adaptation strategies. E.g., a Java course can be taught via a 

strategy differentiating between beginner and advanced users, or between visual 

                                                           
1 SCORM Simple sequencing allows basic adaptation. IMS-LD promises more for the future.  



versus verbal users. However, there are a number of limitations regarding adaptation 

engines, which ultimately influence the efficient authoring of adaptation strategies, as 

based on an analysis of Interbook2 [ 12] WHURLE3 [ 14], AHA! [ 4], [ 5] and Personal 

Reader [ 1].  

Thus, in this paper we define and analyze these limitations, illustrating them via a 

case study of a simple, yet powerful Adaptation Language, the LAG language [ 8]. 

Moreover, we propose a meta-language, as a supplement to LAG, showing how 

introducing it can overcome such limitations. Importantly, this solution is compatible 

with extant adaptation engines, instead of requiring the creation of new engines.  

2. Adaptation Engine Issues and Limitations 

The following are issues and limitations identified as influencing the authoring 

flexibility of adaptive hypermedia (AH) systems: 

L1. Most adaptive hypermedia delivery systems determine the adaptation on a per-

concept base [ 1]. A broad knowledge of the whole content at every adaptation 

step is (usually) unavailable, mainly due to run-time complexity limitations. 

Thus, adaptation strategies cannot specify complex inter-concept rules; e.g., a 

strategy with an arbitrary set of labels denoting topics of interest, displaying to 

the user concepts related to his topic, without limiting the possible topics at 

design-time.  

L2. Adaptation engines don’t (usually) allow for non-instantiated program variables 

[ 1]. Thus, authoring strategies which involve an unknown number of types, 

categories, etc., are currently not permitted. All domain-related variables need to 

be instantiated in the authoring stage. 

L3. There are extreme difficulties arising when combining multiple strategies [ 1]. 

Adaptation engines usually update sets of variables based on some triggering 

rules, without knowing which high-level adaptation strategies these variables 

represent. An example of a combined strategy currently difficult to implement is 

one where the system checks whether the user prefers text or images, and then 

displays the preferred type of content, filtered via a beginner-intermediate-

advanced strategy, where concepts are shown based on the user’s knowledge.  

In AHA! [ 4], [ 5] reasoning is mainly done on a per-concept base (for persistent 

attributes). Volatile attributes can contain expressions, which reference other 

attributes, allowing for backward reasoning. However, this does not fix problem L1 

entirely. This method only allows for access to variables concerning concepts that 

have already been visited before or are in the same line of hierarchy. AHA! also does 

not allow for any free program variables (L2). AHA! can combine strategies (via the 

LAG language [ 8]) but does not offer any solution to conflicting naming (L3).  

InterBook4 [ 12] uses a knowledge-based approach to create adaptive, interactive 

electronic textbooks. Adaptation is more limited than in AHA!: it uses a classification 

of domain concepts into a spectrum and allows for adaptation towards the user’s 
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current knowledge state. The prerequisites are computed on a per-concept base, and 

neither free variables nor combined strategies are at all possible (L1-L3). 

In WHURLE5 [ 14], the lesson plan specifies a path through the content chunks. 

Rules are defined on a per-concept base (L1), and no free program variables are 

allowed (L2) [ 13]. Multiple strategies are possible by using XML pipelines [ 16]. The 

issue of different strategies using conflicting naming (L3), however, remains.  

Personal Reader [ 1] can deal with more sophisticated issues. It uses an RDF 

ontology with complex reasoning, so limitation L1 does not apply. However, it still 

does not offer free program variables (L2). Combining rules in an RDF ontology is 

less problematic, as multiple relationships can be defined at the same time. There are 

however limitations as to what can be implemented efficiently. For example, if we 

look at the OWL6 ontology language (based on RDF), we see that although OWL Full 

is complete and has no limitations as to what can be expressed, only the very limited 

set of OWL Lite can be implemented efficiently. This however comes at the cost of a 

greater computational complexity, and therefore leads to a less scalable system.  

3. A Case Study 

3.1 The Theoretical Framework, in short: the LAOS Framework 

In order to analyze the LAG language [ 8], a short briefing about the underlying theory 

is necessary. The LAG Adaptation Language instantiates the adaptation layer of the 

LAOS model [ 10]. The LAOS model is a general layered framework for Adaptive 

Hypermedia authoring, containing five layers: Domain Model (DM): with domains of 

content and their relations; Goal & Constraints Model (GM): filtering useful domain 

concepts (possibly from multiple domains) and grouping them; User Model (UM): 

with user specific variables, e.g. level, age, etc.; Adaptation Model (AM): defining 

how the content is adapted to users’ needs; Presentation Model (PM): determining 

look & feel, navigation elements, as well as quality of service parameters. 

3.2 Expressing Static Content in CAF (Common Adaptation Format) 

The LAG Adaptation Language [ 8] processes information stored in CAF (Common 

Adaptation Format) [ 11]. CAF is an interfacing format that describes the static data 

needed for describing a Goal & Constraints Model (GM), and all the Domain Models 

(DM) it uses, ensuring that they all conform to LAOS [ 10]. Thus it defines concept 

maps, concepts, links and resources that are to be used in adaptation. CAF is mainly 

targeted at improving interoperability between different Adaptive Hypermedia 

systems, by offering a way to represent data in a system-independent way; e.g., CAF 

can be used to transport a GM and its related DMs between MOT [ 9] and AHA! [ 4]. 

CAF represents these models using a relatively simple XML format (see below).  
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<?xml version="1.0"?> 
<!DOCTYPE CAF SYSTEM 'CAF.dtd'> 
<CAF> 
 <domainmodel> 
  <concept> 
   <name>Relational databases</name> 
   <concept> 
    <name>Fundamentals</name> 
    <attribute> 
     <name>theory</name> 
     <contents>Relational theory</contents> 
    </attribute> 
   <concept>... 
  </concept>... 
 </domainmodel> 
 <goalmodel> 
  <lesson> 
   <contents weight="0" label="beginner_title"> 
    Relational databases\Fundamentals\title</contents> 
   <contents weight="0" label=" beginner_text"> 
    Relational databases\Fundamentals\theory</contents> 
   <lesson> 
    <contents weight="0" label="intermediate_title"> 
     Relational databases\Fundamentals\Definition\title 
    </contents>... 
   </lesson>... 
  </lesson> 
</CAF> 

The example shown above represents a CAF file that contains one GM and one 

DM which this GM uses. The DM is called Relational databases. This Domain Model 

has one domain concept called Fundamentals. This concept has a domain attribute 

theory with the contents Relational theory. It also has other attributes, omitted due to 

lack of space. We see that the GM uses both the title and theory attributes of the 

Fundamentals concept of the Relational databases DM. It sets weights and labels for 

them, which, as we will see in section 3.3, are used by LAG [ 8] adaptation strategies. 

In short, titles and other elementary information (not shown here) are displayed to 

beginner students, and the theory is displayed to more advanced students.  

3.3 A strategy in the LAG Adaptation Language 

The Adaptation Language (LAG) [ 8] can express reusable adaptation strategies, 

describing adaptation, as prescribed by the Adaptation Model of LAOS [ 10]. As seen 

in section 3.2, items in the Goal & Constraints Model (GM) have weights and labels, 

which are used by the adaptation strategies. Below we show an example Adaptation 

Strategy described in the LAG language. This language works on structures defined 

by CAF, and thus is domain specific, with its domain being adaptive hypermedia in 

general; at the same time, within adaptive hypermedia, it is generic, as it can work 

with any content domain (e.g., databases, neural networks; chemistry, etc.). 



The example below illustrates a simple strategy called ‘beginner – intermediate - 

advanced’. This strategy displays concepts to the user, depending on his experience 

level. The example uses the simpler labels ‘beg’, ‘int’ and ‘adv’ for concepts intended 

for beginner, intermediate and advanced users respectively (instead of the labels 

‘beginner_title’, ‘beginner_text’, etc., as in section 3.2). The example also uses a 

number of variables.  The ‘show’ variable, which determines if the concept is to be 

shown, is one of the few core set variables of the LAG language. Other variables are 

used, e.g., to record if a concept has been visited, or how many concepts of a 

particular group of concepts have been visited. It is more elegant to keep the set of 

variables as small as possible. Fewer variables make strategies smaller in terms of file 

size, thus easier to read, and in terms of memory usage, thus performing better.  

The initialisation part (below) is performed only the first time the user enters the 

system; after that, every time the user selects a (lesson) concept, the implementation 

part (see comment 6), describing the actual interaction loop, is performed. 

initialisation(  

1) general: make every general (unlabeled) concept readable; mark every concept 

as "not visited yet" (beenthere =0); 

while (true) ( 
   PM.GM.Concept.show = true  
   UM.GM.Concept.beenthere = 0  )  

2) initialize the number of concepts for beginning to advanced students to 0; 

UM.GM.begnum=0 UM.GM.intnum=0 UM.GM.advnum= 0 

3) count and store the actual number of concepts for beginner students; 

  while GM.Concept.label == beg ( UM.GM.begnum += 1 )  
  while (GM.Concept.label == beg) ( PM.GM.begnum +=1 )  

4) count and store the actual number of concepts for intermediate students; 

while (GM.Concept.label=int) ( 
   PM.GM.Concept.show = false  
   UM.GM.intnum +=1 ) 

5) count and store the actual number of concepts for advanced students; 

while (GM.Concept.label == adv) ( 
   PM.GM.Concept.show = false  
   UM.GM.advnum += 1  )  

6) set the level of the student to beginner, for the first entry in the system; 

  UM.GM.knowlvl = beg  )  
implementation( 

7) UM.GM.Concept.beenthere computes the "number of times a Concept has been 

accessed". The following keeps track of how many beginner, intermediate and 

advanced concepts still need to be visited. These rules are checked each time a 

concept is accessed. One concept is not ‘aware’ of other concepts, however. 

if (UM.GM.Concept.Access==true) then ( 
  if (UM.GM.Concept.beenthere = 0) then    
    if (GM.Concept.label == beg) then( 



      UM.GM.begnum-=1     )  
    if (GM.Concept.label == adv) then( 
      UM.GM.advnum-=1     )  
    if (GM.Concept.label ==int) then( 
      UM.GM.intnum-=1     )  
  UM.GM.Concept.beenthere+=1 )  

8) Change the stereotype from beginner to intermediate; from intermediate to 

advanced when appropriate; make relevant concepts visible; 

  if enough(UM.GM.begnum < 1  
      UM.GM.knowlvl==beg,2) then( 
        UM.GM.knowlvl = int       )   )  
  if enough(UM.GM.begnum < 1  
      UM.GM.knowlvl==int,2) then( 
        UM.GM.knowlvl = adv       )   )  
  if (GM.Concept.label == UM.GM.knowlvl) then( 
      PM.GM.Concept.show = true   )   ) ) 

The strategy above illustrates a classical case of adaptation, to students of varying 

knowledge level7. The strategy works well because it ‘knows’ what labels to expect in 

the CAF file representing the Goal & Constraints model: ‘beg’, ‘int’, ‘adv’.  

Currently, if other labels are also present, the conversion ignores them. However, 

what happens if we want to represent strategies with more complex labels, such as the 

ones in section 3.2 There, we had, e.g., various labels starting with ‘beginner_’ or 

‘intermediate_’, but we didn’t know in advance how many types of such labels exist. 

Still, we should expect to be able to perform some adaptive strategy and express it in 

the form of an adaptation program. As variables need to be instantiated, this 

introduces an intermediate step in the processing, as the next section shows. 

4. Solutions to Adaptation Engines Issues and Limitations 

Previously (section 3.3), we have seen an illustration of two of the current limitations 

listed in section  2: (L1) concept-based adaptation, where the same rule has to be 

copied in all concepts, and one concept doesn’t (normally) affect other concepts 

directly, and (L2) the fact that adaptation engines don’t allow for non-instantiated 

variables. A straightforward way of defeating these problems would be to build new 

adaptation engines. The first scenario could be achieved by establishing which labels 

exist, in the initialisation step. The second issue could be overcome by either allowing 

arrays of labels, or otherwise allowing multiple data to be stored in the label. 

However, in order to function with current systems, these issues should be solved in 

the authoring stage. For the third limitation (L3), the difficulty in application of 

multiple strategies, the MOT to AHA! converter, e.g., has already implemented an 

elegant solution (unique to our knowledge so far), in that it can apply multiple LAG 

files, with different adaptation strategies, with the order of execution set by priorities 

of the respective strategies (1: highest priority; any following number: lower priority): 
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priority x   /* where x is a number */ 

Nevertheless, this method could override previous variables (e.g., if two strategies 

use UM.Concept.knowledge, only the update of the highest priority strategy counts). 

Thus, a unitary strategy merge, keeping track of all variables in use, based on 

multiple labels for domain-related concepts and attributes, is preferable. Moreover, 

many types of variables (e.g., arrays) are not allowed by Adaptation Languages, due 

to lack of adaptation engine support, limiting the adaptation that can be expressed.  

However, we have noticed that a) strategies have common patterns, as has already 

been shown previously in [ 3], that could be reused; b) templates based on these 

patterns could reduce the designers’ work; c) there is a strong preference towards 

XML-based processing and interfacing. Thus, XML-based templates should be used 

to move the processing to the authoring side and facilitate the extraction of re-use 

patterns.  

For the creation of LAG files based upon a LAG template, explicit knowledge 

about the content is needed. CAF represents a flexible format for Adaptive 

Hypermedia content and is also used by AHA!. Therefore, a CAF file will be our 

choice for the content. For the LAG template files, the LAG files which follow the 

extended LAG description introduced in section 3.3 will be required. A pre-processor 

can replace the constructs added in section  5 by traditional LAG constructs. The 

resulting LAG file will then describe the same adaptation behaviour as the template 

LAG file, but for the specific labels encountered in the CAF lesson.  

Implementing the pre-processor as a web-based application enables it to transfer 

both the unchanged CAF file as well as the resulting LAG file to the AHA! system, 

provided, of course, the appropriate rights are set and the pre-processor is on the same 

system as AHA! (currently AHA! only allows uploading files through a Java tool). To 

facilitate the use of multiple strategies, it should be possible to select multiple LAG 

templates. The user should be given a choice between creating the AHA! lesson and 

downloading the resulting LAG file. This process could, if the direct lesson creation is 

used, smoothly replace the current process, without requiring any extra effort from the 

user. This process is shown in the figure below. 

 
Fig. 1. System setup of template LAG Pre-processor. 

5. Meta-level addition to LAG 

To solve the limitations mentioned in section 2, we add, as said, a pre-processing step 

to the whole authoring process. This step takes a LAG template and the content, in the 



form of a CAF file, and pre-processes it. The result is a new LAG file which extends 

the strategy sketched by the LAG template for the specific content described in the 

CAF file. We want to accommodate future changes to LAG, as well as have our 

approach be reusable and easily implemented and maintained. Therefore we propose 

an XML-based notation for the template LAG files, while keeping the orginal LAG 

language unchanged for compatibility with current systems. Note that alternatively 

the changes could be incorporated into the Lag language directly but then it would 

lose its compatibility with existing systems. Since CAF is already written in an XML 

based notation, both documents can be used as input for an XSLT transformation 

which generates the resulting LAG file. Below we give the DTD (document type 

definition) for the template LAG file.  

<!ELEMENT TLAG ((LAGfragment*, LIKE*)*)> 
<!ELEMENT LIKE attribute CDATA value CDATA 
(LAGfragment, MATCH, LAGfragment, (LAGfragment*, LABEL, 
LAGfragment*)*) > 
<!ELEMENT LAGfragment (#PCDATA)>  
<!ELEMENT MATCH EMPTY> 
<!ELEMENT LABEL EMPTY> 

A template LAG file consists of a number of blocks of the following kind: a 

number of LAG fragments followed by a LIKE block. The LAG fragments contain 

LAG adaptation program snippets, similar to the examples showed in section 3.3. The 

LIKE blocks consist of an attribute and a regular expression against which it is 

matched, followed by a fragment of LAG program. The word MATCH represents the 

place where the LABEL needs to match the regular expression. 

Below we show a fragment of the beginner-intermediate-advanced strategy. It 

shows how template LAG can be used to create an adaptation strategy that works with 

the CAF file example in section 3.2:  

<?xml version="1.0" encoding="UTF-8"?> 
<!DOCTYPE Server SYSTEM "tlag.dtd"> 
<TLAG> ... 
  <LAGfragment>UM.GM.beginner_number= 0 </LAGfragment> 
  <LIKE attribute='GM.Concept.label' value='*beginner*'> 
      <LAGfragment> while(UM.GM.label= </LAGfragment> 
   <MATCH/> 
   <LAGfragment>)(UM.GM.beginner_number+=1)</LAGfragment> 
  </LIKE> ... 
</TLAG> 

Following is an extract of the result of the pre-processing of a LAG template and 

the CAF file of the earlier example. The complete result is a LAG file, tailored 

towards the content of the CAF file. In the snippet below we see that the variable 

UM.GM.beginner_number is increased by one for each variable using the label 

UM.GM.label.beginner_title or UM.GM.label.beginner_text. These were exactly the 

labels matching the regular expression ’*beginner*’. Applying (the DTD of) the LAG 

template solves some of the problems mentioned in section 2. 

... 
while 



(UM.GM.label.beginner_title||UM.GM.label.beginner_text.
)(UM.GM.beginner_number+=1) ... 

L1. Problem: adaptation on a per-concept base; a broad knowledge of the whole 

content at every step of the adaptation is (usually) unavailable. 

Solution: such knowledge is not necessary in the adaptation engine. It is 

acceptable that this type of knowledge can be acquired as a one-off, at authoring 

time, as it is not to be expected that content labels will change at execution time. 

Therefore, the authoring strategy should contain this knowledge. As for an author 

it is difficult to manually extract all the pedagogical label types existent in a 

course, templates such as the DTD of the template LAG above can help in 

dealing with groups of labels (such as all labels containing ‘beginner’, i.e., 

‘*beginner*’). An author can then generate the appropriate adaptation strategy (of 

which a snippet is shown above) in an easy and quick manner, making use of 

existing patterns in the authoring strategy itself.  

L2. Problem: adaptation engines don’t usually allow for non-instantiated program 

variables.  

Solution: Unknown domain-related variables can be instantiated in the authoring 

stage, with the help of patterns specified via the LAG template language based on 

the above DTD. It is not necessary for an author to perform these searches 

manually; the two-step authoring system can extract unknown variables for him. 

L3. Problem: the extreme difficulties arising when combining multiple strategies.  

Solution: similar pattern extraction mechanisms have to be used in order to merge 

adaptation strategies. In (nearly) every system there is a limited number of 

weights and labels; this causes problems in combining a number of strategies 

greater than the number of weights and labels available. A solution to this can be 

to apply pattern matching on labels in order to be able to encode multiple 

strategies, by using the same label field. This thus enhances simple prioritization 

of strategies, as it allows the combination of multiple strategies which each 

requires specific labels. 

6. Conclusions and further work 

In this paper we have analyzed adaptation problems inherent in current adaptation 

engines, which reduce the power and generality of Adaptation Languages. We 

described and exemplified these issues with the help of the LAG language, currently 

one of the only exchange formats of Adaptation Language specification between 

systems. Moreover, we have moved one step further, by proposing improvements that 

can overcome run-time issues of adaptation engines, by solving them at the authoring 

stage. More specifically, templates can be used to create adaptation strategies, 

customized for the given domain models and pedagogical labels. For this purpose, we 

have proposed the template LAG language. The process is technically implemented 

by adding a pre-processor to the system setup, which has access to content at compile-

time, which is not available at run-time. In such a way, more powerful adaptation 

strategies can be created for existing adaptation engines.  
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Abstract. An adaptable educative system needs a flexible assessment
strategy in order to be able to adapt to many different kinds of students.
However, creating a big amount of different exercises with different pre-
sentations, levels of difficulty, etc, is usually a very time consuming task.
Many attempts have existed for creating big numbers of exercises au-
tomatically, but they tend to be strongly linked to some domain. This
paper tries to extract some common foundation from them all to build
a common framework, getting to a simple formalization of the concept
of parametric exercise. The main idea is to have a core exercise that is
different every time it is displayed to the student, being this change con-
trolled by some parameters. The paper describes the four different types
of parameters that exist in such an exercise, and presents an authoring
tool and implementation that has been created according to these ideas.

1 Introduction

In every adaptive e-learning system, the process of assessment is ex-
tremely important. Assessment is needed to acknowledge the progress of
the learners, both from the system and from the own learners’ point of
view: on one hand, checking their skills against a set of exercises allows
the learners to become aware about their understanding of the concepts
explained by the system; on the other hand, many processes on the sys-
tem side depend up to some degree on the assessment process, like user
modelling [1, 2] or sequencing [3].
There is a clear need for big sets of exercises in educational hypermedia
systems. First, a limited or fixed set of tasks could be passed by the
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learners simply by repeating them all a high number of times without
any real learning [4]. Second, without a high number of different exercises
or activities, the level of adaptivity that the system can offer is reduced.
Unfortunately, creating a big set of tasks can be very time consuming [5].
Therefore, the advantages of making this process as automatic as possi-
ble, without any loss of expressive power, is evident.
It has been proposed that automatic generation of exercises should be a
process directed by a set of parameters, leading to the concept of para-
metric exercises [6, 7] (henceforth, PE). The generation of the exercise
thus becomes a function, whose input is a set of parameters and its out-
put is the generated exercise. Several initiatives have been proposed in
the last years (see Section 2), but they are usually bound to a particu-
lar domain. In the end, reuse of educational material is still a difficult
task [8].
In this paper, the first step towards a formalization of the idea of PE is
presented. We believe that a certain level of formalization is necessary
to stablish a framework that would allow for the creation of generic
tools to facilitate the automatic creation and correction of exercises in a
reusable way. This paper draws lessons from previous work and tries to
stablish some common foundation on which to build a general framework
for automatic exercise generation, with a focus on modularity and reuse
of the exercises. The contribution is modest, and the formalization is
not complete. The actual implementation needs the exercise designer to
have programming knowledge for all but the most basic exercises. This
is a limitation for many teachers and designers without a programming
background.
This paper is structured as follows. Section 2 shows some previous work
on the field of automatic exercise generation. Section 3 describes the four
types of parameters in a parametric exercise, while Section 4 shows the
details of our current implementation using J2EE and AJAX. Section 5
closes the paper outlining open lines for future work and drawing the
final conclusions.

2 Related Work

Work in automatic exercise generation is usually bound to a specific
domain or task, making it difficult to generalise the results. For exam-
ple, [6] points out that there are many systems for the teaching of maths
or physics. In this kind of systems, the automatic generation of exercises
is led by an arithmetic formula programmed in the background, all of
whose parameters are given to the student according to a template; cor-
rection of the exercise consists on the trivial substitution on variables
in the formula. However, the automatic generation of a high number of
different exercises in other domains presents more challenging problems.
Some initiatives for creating sets of different exercises automatically rely
on the use of heuristics very limited to a specific domain and their ideas
are difficult to generalize, like [9] for AC circuits, [10] for programming
in Pascal or [11] for finite automata and Markov chains. Similarly, some
ITS have modules that automatically create tasks according to some rules
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based on the domain model [12]. The advantage of these systems is that
they can create a high number of different exercises. Their main drawback
is that they are usually very constrained to a particular domain, require
a high degree of expertise on that domain, and the process of creating
the rules is usually very time consuming [13].
The idea of using templates for creating diferent exercises has been used
in maths and physics, but also in other domains. One example is [14],
for programming. That solution, however, is only adequate for program-
ming exercises, because the way in which the templates are defined is
—in fact— a programming language, and probably not very intuitive for
people without a technical background.
Tutoring systems for programming have shown good results generating
multiple different exercises [6]. This is because they can rely on the use
of language compilers to analyse the correctness of the solution provided
by the student. This use of a general-purpose tool constitutes a great
advantage. It means that complex exercises can be set in place with
less effort than in other domains. However, this approach is inherently
restricted to programming.
Fischer [15] proposes a way for creating exercises from an ontology of
the model. Although the work is still in a preliminary stage, it can
be considered as complementary to this paper. The ontology approach,
with the usual graph-based visualization, might be a reasonable domain-
independent compromise for the generation of PE. However, there are
no parameters in Fischer’s work at this point. This work focuses on the
traversal of the ontology for the generation of the exercises and the cor-
rection of the answers.
Finally, it is worth noting that the IMS QTI specification provides some
so-called adaptive items. However, they do not really address the problem
of creating and correcting different exercises, they only allow an item to
be scored adaptively over a sequence of attempts. The description of the
exercise is fixed in QTI. Several systems have tried to overcome the lim-
itations of the QTI specification like AthinaQTI [16] or MathQTI [17].
The latter uses a description language for the representation of inter-
active exercises which involve mathematical entities and have complex
structures. Exercises are generated from static documents, in what can
be seen as a layered scheme: the interactivity layer is applied over the
static layer, yielding an interactive version of the content. This approach
can also be seen as complementary of the one described in this paper.

3 Description of the parameters

As it has been already stated, PE can be instantiated several times; every
time the actual exercise is different. In order for this to happen, there is
a need to have several parameters that control how the exercise changes.
Additionally, some parameters are also needed to allow the user to give
answers to the exercise. Finally, if the exercise is to be integrated in some
LMS that keeps track of the actions of the learner (e.g. for sequencing
activities or for updating the learner’s model), it has to give some in-
formation back to the system; this data can be viewed as well as a set
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of parameters. Therefore, a parametric exercise has four types of pa-
rameters: internal, external, answer and output. They are schematically
represented in Figure 1.

Fig. 1. Schematic description of the four types of parameters

External (or input) parameters (E) are parameters that have an influence
in how the exercise is presented to the student (i.e. which instance is
created). They can determine the data of the exercise, its presentation
or any other characteristic. They are expected to be provided by the LMS
before the exercise is actually instantiated. If they are not provided, they
may have default values.
Internal parameters (I) have an effect on the instantiation of the exercise,
but they cannot be specified by an external agent. Typically they will
be defined randomly or according to some internal state of the machine
running the exercise (e.g. internal clock).
Answer parameters (A) correspond to the answers of the student. They
do not have an influence in the exercise, but are needed to correct and
grade it. As a function of the correctness of the answers of the learner,
the exercise may provide feedback after being graded. It is important to
note that answer parameters are parameters of each particular instance
of a problem, not of the general problem itself.
Ouput parameters (Ω) are data provided by the PE to the system in
which the PE is running. They typically include information about the
correctness of the answers of the student and the time needed to solve
it. They do not influence the exercise or the feedback, but can have an
influence on higher level structures (e.g. like deciding what is the next
exercise to be shown).
PE usually include a description that is a function of the external and
internal parameters. The effects on the exercise may vary: change the
text provided, changing the actual data with which the learner must
operate, providing different links to additional information (using tech-
niques like link hidding [18]), etc. As an example, Figure 2 shows two
different descriptions of an exercise involving algebra of polynomials.
When an external parameter find-roots is set to true, the first version
is shown; otherwise, the system displays the second one. This example
illustrates how the description of an exercise can have an impact on its
apparent difficulty depending on the learners’ profile, without any need
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of changing the actual data of the problem. Other parameters can control
the challenge posed by the exercise by selecting a higher degree of the
polynomial or limiting the time given for finding the solution. Another
example, with a higher level of complexity, is presented in Section 4.

Fig. 2. Two different descriptions of the same exercise

PE may also provide some feedback on their topic. This is specially useful
when the learner has failed on the exercise, but it may be valuable as
well for students with a partial success. In our implementation, feedback
works in PE in a similar fashion to QTI [19].

4 Authoring tool and sample example

We have implemented an AJAX-based authoring tool called ParEd [20]
for testing these ideas. The tool eases the process of writing the de-
scription of the PE, setting the parameters, etc. It includes a client-side
debugger that checks the PE for errors before it can be deployed in the
LMS. Figure 3 shows an example of this mode: on the left, the edi-
tor is shown (parameters on the top, description and feedback in the
middle, additional files at the bottom); on the right, the debugger com-
plains about several mistakes (in this case, parameters are not correctly
set, producing four errors). Errors detected by the debugger include: in-
compatibilities between the parameters, type errors in the parameters
(they can be restricted to be integers, strings or booleans) and incorrect
XHTML code.
In our implementation, the logic of the PE is specified in Java code. Every
PE contains a Google Web Toolkit (henceforth GWT [21]) module that
manages the adaptive aspects of its description (e.g. presentation). It
also handles the exercise data generation and correction, communicating
with the application logic stored on the server side through GWT RPC
services. The application logic behind the data generation and correction
is actually a separate Java class associated with the exercise, and is
instantiated by the servlet on the server side using dynamic invocation.
There are cases in which the exercise designer may want the description
of an exercise to contain more than just text and content (even adapted
text through scaffolding [22, 23], etc). Therefore, in the GWT module of



VI

Fig. 3. ParEd debugging mode

our implementation of PE there is a widget called the container3. This
container is inserted into the module and is able to represent complex
exercise structures like tables of dynamic (i.e. parameter dependent) size
and content, adaptive menus, interactive elements to click or drag and
drop, etc. The container is not only able to present information to the
student, but also gathers answers from answer fields, checkboxes, etc, and
sends them to the server for correction. It is the designer’s responsibility
to create the container according to the logic that generates and corrects
the exercise.
The logic contains the algorithms to generate the data of the exercise
instances from the values of the parameters. It also includes the exercise
correction engine. The logic runs in the server, so the produced exercises
remain install-free and can be deployed in virtually any LMS.
ParEd includes a testing mode in which an instantiation of the exercise
is created; then, after the “correct” button is pressed, it is corrected.
Figure 4 shows this: the exercise instantiation is on the right, while all
external parameters are on the left. Multiple instances of the PE can be
created by selecting different external parameters and pressing the “Test
values” button under the external parameters textboxes. Testing mode
allows the exercise designer to debug the logic of the exercise, comparing
inputs and outputs. Additionally, should a runtime error happen, it is
automatically captured by the ParEd servlet and showed to the designer
with a copy of the stack trace.
Several exercises have been created with ParEd, for two different do-
mains (Computer Architecture and Operating Systems). In all cases,
ParEd produces an AJAX implementation of a new exercise; this exer-
cise is able to correct itself given the answers of the student. The use

3 In terms of the GWT, the container is a descendant of Composite
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Fig. 4. ParEd testing mode

of AJAX provides a higuer level of perceived interactivity with the ex-
ercises on the part of the users. Other implementations of web exercises
have used JSP pages [24], but this produces higher latencies. The AJAX
paradigm reduces the communication between the client and the server
to the specific parts of the page that needs to be adapted, and provides
client-side functionality using Javascript. The combination of these two
characteristics keeps the latency to a minimum.

One of the families of exercises created is presented here as an example
of the flexibility of the approach. The exercise illustrates different disk
access scheduling algorithms (e.g. FCFS, SSTF, SCAN, LOOK, etc). It
reaches a complexity level well suited for engineering students attending
a computer architecture course.

In the exercise description the students are presented with a set of pend-
ing disk access requests which are to be processed for a disk of a spe-
cific size, with its head placed at a certain initial position. The students
are then requested to sort the requests following a specific disk access
scheduling algorithm; additionally, they are asked to calculate the total
distance travelled by the head of the disk after all the requests have been
fulfilled.

This is an example of how a huge number of variations of the same
exercise can be created to illustrate a set of concepts. The values of
this exercise that are subject to change on each instance of the exercise
(i.e. external parameters) are: the disk size (in number of cylinders),
the number of requests, the value of the requests, the initial position of
the disk head and the disk access scheduling algorithm. Additionally, it
is possible to specify the minimum and maximum number of cylinders
in the disk, the exact disk size, the initial position of the head unit,
the minimum and maximum number of requests, a specific number of
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requests, and the disk access scheduling algorithm. The difficulty of this
problem can be set by modifying the values of parameters such as the
number of requests or the scheduling algorithm, as the complexity of the
solution grows linearly with the number of requests. The virtually infinite
number of different instances that can be produced makes it impossible
to game the system [25, 26].

5 Conclusions and future work

A parametric exercise is an exercise that can be replicated an unlimited
number of times with different data. This data makes the appearance,
difficulty and solutions different on each instantiation, adapting them to
the particular needs of every student. Parametric exercises allow for the
creation of a high number of instances without any repetition, being very
useful for training applications or for any web-based system that requires
a lot of input about the knowledge of the student.
This paper has presented a first step towards the formalization of this
concept, describing the four types of parameters that are relevant: ex-
ternal, internal, answer and output. The paper does not address other
important processes like sequencing or user modelling; it is focused on
the generation of the exercises. The definition of the four types of param-
eters is a small step in the process of creating a framework on automatic
creation of exercises. Such a framework could open the way to a stan-
dardization effort. Standards are important because they promote reuse
of learning material. In the case of static exercises, the IMS QTI speci-
fication has achieved a great level of success.
This paper has presented an implementation and authoring tool, pro-
grammed with J2EE and AJAX, that are used to illustrate the power
of the proposal. The authoring tool allows to edit the exercises with a
user-friendly web-based interface. It includes a debugging mode, that al-
lows the designer to try the implementation of the exercise before it is
deployed in the LMS.
Next steps in this research move along two main lines. The first one
aims at making it easy for designers without a technical background to
create complex exercises. Our current implementation requires program-
ming skills on the part of the exercise designer. This restriction, common
to most related systems, allows the exercises to go beyond simple for-
mulae and creating complex challenges at the conceptual level like the
one presented in Section 4. However, this is very limiting for us, as our
goal is to create a system that could be used by people with little or no
programming skills and for different domains (e.g. history or music). A
possible solution may involve the use of script or iconic programming [27]
languages, but this demands further investigation.
The second line of research studies how the PE paradigm can be used to
improve specifications like QTI [19]. QTI is a succesful specification, but
its support for adaptation is extremely poor. A complete formalization
of the PE paradigm, probably overcoming the dependence on program-
ming, may provide a contribution towards an adaptive questions and test
specification.
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Abstract. Migrating from static courseware to Adaptive Educational
Hypermedia presents significant risk to the course creator. In this paper
we alleviate some of this risk by outlining how the CAVIAr courseware
validation framework can be used to validate some pedagogical aspects in
Adaptive Educational Hypermedia. To allow for this we present a novel
method for interoperability in Adaptive Educational Hypermedia using
Model Driven Engineering methodologies.

1 Introduction

The authoring of Adaptive Educational Hypermedia (AEH) is a major task
for any course creator to undertake. The cost in time and effort leave many
considering if the actual end product is cost-effective. Although recent advances
in this area have been made, with the emergence of dedicated AEH authoring
tools such as MOT [1] and the ACCT [2], there is still no way to check developed
AEH for specific pedagogical problems.

Courseware validation is a design activity that automatically ensures the
presence of certain structural and pedagogical characteristics in constructed
courseware. Courseware validation allows the course creator to minimise the
pedagogical problems which the learners must deal with when using immature
courseware.

Using courseware validation in AEH, allows the course creator to automati-
cally test the AEH for specific pedagogical problems, which may not be possible
to check otherwise due to AEH’s adaptive nature. This reduces the risk for the
course creator, who wishes to migrate away from a static courseware and use
AEH to deliver a course.

In this paper, we investigate how one AEH specification, the LAOS model
can be validated using the Courseware Authoring Validation Information Ar-
chitecture (CAVIAr) [3]. The paper firstly outlines the respective technologies,
LAOS first and then the CAVIAr. Section 4 and 5 then introduces modeling
technologies and methodologies and demonstrate how they are used to convert
LAOS to CAVIAr for validation. Section 6 steps through the validation process,
we conclude the paper in section 7 outlining our contribution.



2 MOT, LAOS and AEH Interoperability

The “My Online Teacher” (MOT) system [1], allows course creators to create
adaptive courses using the LAOS conceptual architecture for adaptive hyperme-
dia [4]. LAOS consists of five layered maps, where the higher layers are defined
in terms of the lower layers. The layers are as follows starting with the lowest
layer:

– domain map - “organises and structures the actual resources of the learning
environment, as well as their intrinsic characteristics” [1].

– goal and constraints map - “this model filters, regroups and restructures
the domain model, with respect to an instructional goal used to express
educational goals” [1]. This is done by specifying the instructional weights
of domain map concepts and by ordering the domain concepts.

– user map - used to specify the user knowledge, interests and learning styles.
– adaptation map - defines adaptive rules in terms of the lower layers. This

map is defined using LAG, a 3-tier adaptive rule specification [5] .
– presentation map - defines course delivery environments variables, allow-

ing the AEH to adapt to the delivery environment being used by the learner.

MOT is purely an AEH authoring environment, it does not allow for the
delivery of AEH. In order for delivery of AEH material created using MOT
must be delivered using an AEH delivery environments, such as AHA! [6] or
WHURLE [7].

In order for the AEH developed using MOT to be delivered in an AEH de-
livery platform it must be interoperable with that delivery platform. To do this,
Cristea et. al. makes the distinction between static and dynamic elements of the
LAOS [1]. Static elements are exported from MOT through a common language,
or lingua franca, known as the Common Adaptation Framework (CAF), which
captures the domain map and the goal and constraint map. Dynamic elements,
which describe the adaptive nature of the AEH and are captured using LAG.

MOT exports to CAF by converting the domain map and the goal and con-
straint map, which is stored are the MOT database, to the CAF XML specifi-
cation, this can then be imported by the AEH delivery environment.

LAG captures the adaptation rules for AEH. The top level of the 3-tier
LAG model is adaptation strategies, which are built on adaptation languages,
which, in turn are built on direct adaption rules. In the LAOS context LAG
direct adaptation rules are defined in terms of the lower layer maps. The LAG
direct adaptation rules are IF-THEN or condition-action style rules, defined in
a context-free BNF (Backus-Naur Form) style meta-syntax notation 1.

3 CAVIAr Courseware Validation

The CAVIAr is used in courseware authoring for automatic validation of a variety
of courseware structural and pedagogical concerns including:

1 http://wwwis.win.tue.nl/ acristea/MOT/help/LAGgrammar.doc



– inter-conceptual courseware sequencing - pedagogical concerns regarding the
sequencing of concepts in courseware [8]

– intra-conceptual courseware sequencing - pedagogical concerns teaching one
concept [9]

– the appropriateness of the type of learning material used at particular points
in courseware

– courseware consistency

– elements of the instructional design in use in the courseware

The CAVIAr model allows for the course creator to identify instructional
problems in the courseware prior to delivering it to learners. This is important
as it allows the course creator to be confident that particular types of courseware
problems are not present in the courseware developed. This allows formative
evaluation of courseware to evaluate more complex pedagogical issues in the
courseware.

Courseware validation using CAVIAr is achieved by modeling the courseware
construction concerns. The CAVIAr uses a modeling structures very similar to
that of LAOS, using four modeling layers as follows:

– Domain Model - a pedagogically neutral conceptual graph, used to struc-
ture knowledge to be covered in courseware

– Learning Context Model - Defines conceptual sequencing constraints and
the learner stereotypes, each learner stereotype is defined as having assumed
initial knowledge and a course goal in terms of the domain model

– Courseware Model - The courseware model is composed of two parts:

• courseware structure, structured using courseware topics, where topics
contains learning resources.

• learning resource model, which contains a model representation of Learn-
ing Objects (LOs) and their metadata

– Validation Model - A constraint model which defines valid courseware

It is important to identify how the CAVIAr faclitates the representation of
adaptive courseware, allowing for the mapping from AEH to CAVIAr. As we
have outlined the courseware model defines the courseware structure and the
LOs in the courseware. The courseware model is defined using a metamodel, an
excerpt of which is in figure 1.

Adaptivity is achieved in a courseware model in two ways - specifying a
“SEQUENCED AFTER” relationship between two topics and by specifying an
entryLearner requirement for a topic. The “SEQUENCED AFTER” relation-
ship allows the course creator to specify explicit sequencing constraints between
topics. The entryLearner requirement allows the course creator to place a gate
condition on a topic, so that the topic is only delivered to learners which satisfy
the entryLearner requirement at any given point in time.



Fig. 1. CAVIAr courseware metamodel excerpt

4 Model Driven Engineering and Courseware

Development

In our previous work we have outlined how Model Driven Engineering (MDE)
methodologies, which are traditionally used in the development of software, can
be used to develop courseware [10]. In this work the course creator defined a
courseware sequence using an UML Activity Diagram, which was then trans-
formed into a courseware specification using a model transformation language.

A metamodel defines the syntax and semantics of a model. Metamodels are
defined by metametamodels. Model transformations have mapping defined at
the metamodel level. Model transformations allow for the transformation of a
model, which is an instance of one metamodel to a model which is an instance of
a different metamodel. Figure 2, outlines model transformations defined at the
metamodel level, and the actual mapping at the model level.

It should be noted that the metamodels and the model transformation defi-
nition must be defined as instances of a common metametamodel.

Fig. 2. Model transformations



Tool support for MDE is provided by the Eclipse Modeling Framework (EMF)
[11]. We use EMF to represent CAVIAr models. EMF was used as it provided
support for the following functions:

– a method for defining metamodels using ECore
– allowed for model transformations through the Atlas Transformation Lan-

guage (ATL) [12]
– provided metamodel management infrastructure

5 Transforming LAOS to CAVIAr

In order to validate AEH defined by MOT using CAVIAr, the LAOS model must
be used to generate a CAVIAr models. To do this we define metamodels for
LAOS, one looking at LAOS static elements in CAF and the other its adaptive
rules in LAG. We also define transformation from the LAOS metamodel to the
CAVIAr metamodel, by identifying the relations between the metamodels.

In this section, we firstly outline the definition of CAF metamodel and its
transformation relations to CAVIAr and then do the same for LAG. We note that
the transformations specified here are example mappings, all model mappings
can be customised by the course creator to represent their own opinions on the
relationship between LAOS and CAVIAr.

5.1 CAF Transformation

To create a CAF ECore metamodel, we used the CAF XML definition, defined
using a DTD [1]. This was converted to an XML schema using XMLSpy [13]. To
create the CAF ECore Metamodel we converted the XML schema to an ECore
model using EMF and then performed some minor alterations, as follows:

– created an explicit link between Link and Attribute
– added “value” attribute to CAF elements which contain text
– specified which relationships were ordered

The final CAF metamodel is illustrated in figure 3.
Once the CAF ECore metamodel is defined, the transformation between the

CAF and CAVIAr metamodels can be defined using a model transformation lan-
guage such as the Atlas Transformation Language (ATL) [12] or OMG’s Query
View Transformation (QVT) [14]. Here we define the transformation specifica-
tions at a high level.

Generating the CAVIAr Domain Model In order to define the CAVIAr
domain model, we have defined a model transformation from the LAOS domain
model concept map to the CAVIAr domain model.

In this transformation, the CAF domain model concept is related to the
CAVIAr domain model concept. The conceptual composition relationship in
CAF, which relates two CAF concepts together, is transformed to the CAVIAr
ConceptRelationship class of type “NARROWER”, where the contained con-
cepts in LAG are narrower in scope to that of the containing concept in CAVIAr.



Fig. 3. CAF Metamodel defined using ECore

Generating the CAVIAr Learning Context Model The CAVIAr learning
context is defined using the CAF goal and constraint model definition. Mapping
is defined as follows:

– the CAF goal and constraints model is transformed into a single generic
learner stereotype in CAVIAr

– CAF lesson goals are transformed into CAVIAr goals for the generic learner
stereotype

– conceptual sequencing data in CAF lesson is transformed to PRE REQUISITE
relationships between concepts in CAVIAr

Generating the CAVIAr Courseware Model - Courseware Structure

A courseware model is not defined by the CAF model, but can be derived using
the domain model. In LAOS, the domain model contains the educational content
to be delivered to the learner. We can therefore infer that each of the concepts
in the domain model are also courseware topics in the courseware model.

In defining the transformation from the CAF model to the CAVIAr course-
ware model, we specify a 1:1 relation between the concepts in CAF and the
CAVIAr courseware topics. Concepts contained in other concepts in CAF are
transformed to subtopics in the CAVIAr courseware model.

Generating the CAVIAr Courseware Model - Learning Objects and

Learning Object metadata In CAVIAr learning material is typically Learning
Objects (LOs), and are annotated with metadata. This metadata can be used to



determine the suitability of the LO at some point in the courseware. In AEH, the
domain model defines what is in the AEH lesson. The domain model not only
defines a conceptual structure of the AEH course but also defines the learning
content. In the LAOS, the learning content is defined in concept attributes.

To generate LOs from the LAOS, we transform each conceptual attribute to a
LO. The LO metadata is automatically derived for each LO generated, using the
attribute type (e.g. title, conclusion) and the concept the attribute is associated
with.

5.2 LAG Transformations

LAG rules are used to define adaptivity in LAOS (section 2). CAVIAr adaptation
is provided by specifying restrictions on the sequencing of topics and restrictions
on learner profiles which can access a topic. This type of adaptivity is defined
using modeling constructs, such as defining a sequencing relationship between
topics.

We wish to take the LAG adaptivity rules and transform them into CAVIAr
courseware model restrictions. To do this the LAG language must be defined in
the modeling technical space. We have defined a limited metamodel for the LAG
abstract syntax in figure 4. This metamodel allows us to represent LAG in the
modeling space by parsing a LAG rule and creating a LAG model. The LAG
model can then be transformed and integrated into the CAVIAr model created
using the CAF in section 5.1.

Fig. 4. LAG defined as ECore metamodel

Transformation rules can then be defined from the LAG metamodel to the
CAVIAr metamodel. In the following we outline an adaptive rule which is com-
monly used in LAOS to define AEH, and describe the transformation definition
which converts the LAG rule to the CAVIAr.

Transforming LAG Sequencing Rule LAG sequencing rules specify when
a particular part of the domain model is accessed, it renders a different part of
the AEH available to the learner.



An example of a LAG sequencing rule is as follows (listing 1.1):

Listing 1.1. LAG sequencing rule

IF (DM. Concept . t i t l e . a c c e s s == ’ true ’ ) THEN
(DM. Concept . t ext . show == ’ true ’ )

The rule above states that if a domain model’s concept title is accessed, then
the text for that domain model concept is shown to the learner. This type of
LAG rule is made up of two different parts, an IF condition and an action.
The condition and action are composed by checking (condition) and then set-
ting (action) a characteristic of a domain model concept’s attribute in LAOS.
The condition checks the attribute “title” for domain model concepts has been
accessed - “access” being the characteristic. In turn, the action sets the LAOS
“text” attribute to be shown - “show” being the characteristic being set.

This rule is parsed and creates an instance of the the LAG metamodel - a
LAG model - as illustrated in figure 5.

Fig. 5. Transformation of LAG model to CAVIAr courseware model

When a LAG model has been constructed for the rule in listing 1.1, the
LAG rule can be transformed into the CAVIAr courseware model. To do this a
transformation mapping from the LAG metamodel to the CAVIAr metamodel is
defined. This transformation states when DM.Concept.title attribute is accessed
show the DM.Concept.text attribute. The transformation maps this type of LAG
rule to a CAVIAr courseware model where each attribute in the LAG condition
and action is a courseware topic. The topic mapped to the title attribute is the
source of a “SEQUENCED AFTER” CoursewareRelationship where the target
is the topic mapped to the text attribute. We have demonstrated this through
an example transformation in figure 5.



6 Validating AEH using CAVIAr

In this section, we generalise the LAOS validation methodology we have pre-
sented in this paper and examine how AEH is validated in general.

When AEH is being validated for the first time, a metamodel for the AEH
data models must firstly be defined. This allows the AEH to be used in the
modelling technical space. The AEH native data models must be parsed to create
an instance of the metamodel defined. Transformations to the CAVIAr must then
be defined to map the AEH being used to the CAVIAr. The AEH metamodel
and transformation to CAVIAr once defined, can be reused.

To validate AEH the course creator must then define the validation model for
the CAVIAr. The validation model specifies constraints that must be adhered
to in the AEH and are defined in the context of the CAVIAr models. For ex-
ample, the course creator may specify that all concepts covered in the AEH are
introduced with a motivating example and delivered before any other material
on that concept is delivered to the learner. The course creator may feel that
the AEH has been defined this way but wants to guarantee it through CAVIAr
validation. The course creator defines this as a constraint on the CAVIAr model.

The validation is then run using the CAVIAr validation engine, this validates
the generated models against the CAVIAr model constraints specified in the
validation model. If any of the validation model constraints are breached, the
course creator is notified and he or she can then rectify them in the AEH.

7 Conclusion

In this paper we have described courseware validation as a method for course cre-
ators to minimise the risk involved in creating and deploying AEH. The CAVIAr
has been introduced in the AEH context, as a way for course creators to test the
AEH developed for specific pedagogical concerns.

To enable interoperability between the LAOS and CAVIAr, we have out-
lined the application of MDE technologies and methodologies, provided model
mapping from the LAOS to the CAVIAr, and detailed an implementation in-
frastructure with which the conversion from LAOS to CAVIAr can take place.
AEH interoperability has been investigated in a number of papers, much of this
work concentrates on once off conversions between two AEH technologies [7, 1,
15, 16]. In this paper we have outlined how MDE offers a generic approach to
AEH interoperability, where interoperability can be achieved when a metamodel
is defined for the AEH technology in use and transformations between the meta-
models are implemented. The methodology outlined is also highly customisable,
all the AEH to CAVIAr mappings can be changed to reflect the course creators
own opinions on metamodel relationships.
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Abstract. One of the main concerns when providing learning style adaptation in 
Adaptive Educational Hypermedia Systems is the number of questions the stu-
dent has to answer. With respect to learning styles, it is possible to decrease the 
number of versions taking into account the general tendency of the student and 
not the specific score obtained in each dimension.  In this paper we present a 
new approach to reduce the number of questions of Index of Learning Styles 
(ILS) questionnaire based on Felder-Silverman’s Learning Style Model 
(FSLSM). The results obtained in a case study with 330 students are very prom-
ising. It was possible to predict students’ learning styles with high accuracy and 
only a few questions.  

1   Introduction 

In order to provide adaptation, Adaptive Hypermedia Systems (AHSs) [3] need to 
store and maintain information about the user, which constitutes the user model [9]. 
Building user models implies gathering information about the users and transferring 
this information into the model. Many systems use questionnaires for detecting users’ 
features while others try to infer them from user interactions with the system.  

In the area of Adaptive Educational Hypermedia (AHE), one of the student features 
frequently used with adaptation purposes is learning style. In recognition of the fact 
that individuals learn in different ways, a body of research and techniques has been 
developed, which attempts to categorize individual variations while satisfying differ-
ent learning style preferences. 

Felder and Silverman created a learning style model (FSLSM) [4] that has been 
widely used in technology-enhanced learning. It describes learning styles distinguish-
ing between preferences on four dimensions (active/reflective, sensing/intuitive, vis-
ual/verbal, and sequential/global). Information about these preferences can be ex-
tracted from the corresponding questionnaire (ILS) [5], which contains 44 questions. 
We have used FSLSM and ILS in previous works [1] [10] [12]. 

Even when information about learning styles is very useful for adapting the educa-
tion material to each student, answering the 44 questions from the ILS is a time con-
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suming and boring task. That is especially relevant if the system requires more infor-
mation from the students, beside the learning style. In this paper we propose an ap-
proach to reduce the number of questions needed to determine the learning style of 
each student. 

Next section describes the goal of the work in detail. Section 3 and 4 explain how 
the study was developed, while section 5 presents the results. Section 6 describes 
some related work and finally section 7 presents the conclusions. 

2   The goal 

Most of the current AEHSs that provide adaptation based on learning styles use the 
ILS questionnaire to obtain the learning style model of each student. ILS produces 
information about 4 dimensions of learning styles, using 11 questions for each dimen-
sion.  The score are obtained by subtracting the number of answers related to one 
category from the number of answers related to the opposite category.  In this way, 
the final results from the test are four scores (odd numbers ranging from -11 to 11), 
one for each dimension. That is, there are 12 possible different results for each one. 

This information provides many opportunities for adaptation, because an AEHS 
could deliver 12 different versions of the educational material considering only one 
dimension of the learning style model. On the negative side, adapting to learning 
styles requires the student to answer 44 questions about his/her preferences, which 
many times it is considered a heavy additional burden. 

However, most of the times there is not a different version of the course for every 
possible value of the questionnaire, but students are clustered in classes covering 
different values. For example, Felder et al. [5] recommend grouping the students into 
five categories for every dimension. If a student gets a score from 1 to 3 in any di-
mension, he/she has a mild preference but his/her learning style is well balanced. 
Differently, if the score is from 5 to 7, the student has a moderate preference and 
he/she will learn more easily in teaching systems that favor that dimension. Finally, if 
the student scores from 9 to 11, he/she could have difficulties when learning through a 
system that does not support this preference.  

In previous experiences with adaptive courses, we have found that authors use to 
prefer to classify the students into three categories for every dimension: low, neutral 
and high. In this case, students having, for example, values between -11 and -5 in a 
given dimension would be provided with the same version of the adaptive course, 
students with values between -3 and 3 would receive a second version and students 
having between 5 and 11 would receive a third one. 

In this context, the system only needs to know the class of a given student for every 
dimension, but not the exact value. As a consequence, it does not need to ask the 
student the 11 questions of the ILS, but only enough questions to discriminate his/her 
class. The problem is: which questions (among the 11) would provide enough infor-
mation about the student learning style? 

This problem is a variation of the general question approached by the Item Re-
sponse Theory (ITR) [13]. ITR mostly focuses on the problem of analyzing the power 
of a question or a whole test to evaluate, for example, knowledge or IQ of a person. 



Our goal is to provide AEHSs with the ability to classify the learning style of a 
given student with so few questions as possible. Eventually, we seek to obtain an 
algorithm capable of asking different questions to different students: the next question 
to be posed is calculated considering the answers given so far by the student (figure 
1). It is important to highlight that we do not attempt to propose new questions for 
finding the student learning style, but only to select the more relevant ones for each 
student from the ILS. 

 
Fig. 1.  Different questions for different students 

Classification is one of the main goals of data mining techniques [15]. In general, 
these techniques learn a classification model from the observation of (already classi-
fied) instances. Once the model has been learnt, it can be used to classify new in-
stances whose class is unknown. 

This work shows how classification techniques can be used to learn which ques-
tions should be asked to each student in order to reduce the number of answers needed 
to classify his/her learning style. 

3 Data collection 

Data mining techniques are based on the analysis of samples in order to find patterns 
in the data; this knowledge can be used to classify new examples, considering the 
class of similar patterns in the sample. 

Samples of students belonging to three different populations were used to generate 
the results presented on this work. 



• Sample 1: 42 students from Secondary School level (IES “Agora”, Madrid). 
• Sample 2: 80 students from a Vocational School (post-secondary level, CIFP 

“Jose Luis Garci”, Madrid). They were studying audio-visual technology. 
• Sample 3: 200 students from the Computer Science and Engineering degree 

at the Universidad Autónoma de Madrid. 

As a result, the study is based on the answers to the ILS questionnaire from 330 
students who were between 15 and 30 years old. In the rest of the paper, the term 
“sample” will make reference to the whole set of students, considering the aggrega-
tion of the three samples described above. 

Figure 2 shows the frequency of each ILS dimension for the sample. Dim1 to dim4 
correspond to the Active/reflective, Sensing/intuitive, Visual/verbal and Sequen-
tial/global dimensions, respectively. These frequencies do not follow the normal dis-
tribution, but fortunately this is not a requirement of the techniques used to analyze 
the data. Not surprisingly, data distributions fairly accurate to the distributions found 
on a previous experiment with similar population [1]. Regarding the distribution be-
tween genders, 101 were women and 229 were men. 

 
 

Fig. 2.  Distribution for every dimension 



4   Methods  

The data were processed and the students divided into three classes: high (from 11 to 
5), neutral (from 3 to -3), and low (from -5 to -11).  This dataset was analysed using 
the Weka workbench of data mining algorithms [15]. 

Classification algorithms learn a model based on the instances of the dataset, where 
each instance is described as a collection of attributes. In this case, an instance or 
example was formed by the data of a given student: the answer (a or b) he/she gave to 
each of the ILS questions and the class assigned to each leaning style dimension. 

Considering the goal of this work, decision trees are very convenient tools. Nodes 
in a decision tree involve testing a particular attribute of the instance to be classified. 
Depending on the attribute value, the corresponding descendent branch is followed. 
This procedure is recursively applied until a leaf is reached. Usually, each leaf has a 
label with the class to be assigned to the instances that reach that leaf. As a conse-
quence, along each path from the root to a leaf they can be used, potentially, different 
attributes from the instance to be classified. 

Decisions trees have two properties that are well suited for the goal of this work: 
• When building decision trees, the criterion for choosing the next attribute to be 

used to split the data is to maximize the information gain. In other words, they 
select the most relevant attribute for a given subset of the sample. 

• Decision trees provide an explicit representation of the classification model, 
enabling the construction of dynamic tests based on the attributes (questions) 
used by the tree. 

Particularly, on this work a variation of the C4.5 algorithm [11], called J4.8 [15], 
for building decision trees was used. In order to avoid overfitting, 10 folds cross-
validation was used. This is very important; because the goal was to get the relevant 
questions, the pruning of the resulting trees was reduced. 

5   Results 

Table 1 shows the average path from the root to the leaves in the classification tree for 
each dimension, considering the number of training examples that reached each leaf. 
That is, each length represents the expected number of questions the AEHS should 
ask before being able to classify a student for that dimension. 

Table 1. Estimated number of questions for each LS dimension. 

 
The questions posed to each student are selected on the fly, accordingly to the clas-

sification tree generated for each dimension. Figure 3 shows, for example, the classi-
fication tree generated by the J4.8 algorithm from the sample for the Sensing/intuitive 
dimension.  

 Active/Reflective Sensing/Intuitive Visual/Verbal Sequential/Global 
Questions 4.97 4.06 4.96 4.28 



 
Fig. 3.  Decision tree for the Sensing/intuitive dimension. 

Even if all the examples on the sample are well classified, the classifier is assumed 
to make some mistakes when classifying new instances (students). In order to esti-
mate the predicted classification error, ten fold cross-validation was used [15]. Table 
2 shows the estimated prediction error for each dimension. 

Table 2. Estimated classification error for each LS dimension. 

It should be noted that classification mistakes happen with students having values 
on the border between classes. For example, sometimes a student with a value -5 in a 
given dimension is wrongly assigned to the neutral category, instead of low. This type 
of mistakes is not severe, because a student with a value -5 will probably be well 
assisted by a “neutral” version of the educational material. 

During the data analysis it was also observed that training the classification trees 
with less examples produced both larger errors and longer paths from the root to the 
leaves. Even though it is possible that significant larger samples would produce 
shorter trees with the same level of confidence, the tests developed do not seem to 
indicate that. 

It is also interesting to describe the results when the three original samples were 
individually analyzed. Even if the expected error increased, the learning algorithm 
mostly selected the same attributes (questions) for the higher portions of the trees. 
This fact indicates two things: 

a) The relevance of a question does not vary significantly with the age of the stu-
dent. 

 Active/Reflective Sensing/Intuitive Visual/Verbal Sequential/Global 
Error (%) 4.29 1.36 2.92 3.41 



b) The trees seem to converge to a common tree, independently from the origin of 
the sample, or at least to a common subset of questions. 

6   Related work 

The use of questionnaires, although usually provides accurate information, can be 
very time-consuming. Some works have investigated the use of Bayesian networks 
[6], behavior patterns [7], user-mouse interaction [2], and feed-forward neural net-
works [12] to detect learning styles starting from information of user behavior in 
educational websites (tasks done, time spent, scores obtained). However not all char-
acteristic behavior described in the learning style model can be mapped and identified 
from the behavior in a specific learning system. 

A previous work [8] tried to identify the five most representative questions for each 
dimension of the ILS according to frequencies analysis. Nevertheless they investigate 
the relationship between these questions and semantic groups established by them 
instead of trying to reduce the number of questions of ILS. Comparing their ranking 
and our decision trees we can see that those relevant questions in [8] are in the four 
highest levels of the trees. 

7   Discussion 

In this work we have presented a new approach to predict students’ learning styles 
that reduces the number of questions of ILS questionnaire that each student has to 
answer.  

The results of the case study show that some questions from the ILS are more rele-
vant that others, in the sense that they provide more information about the general 
tendency of the student along the corresponding dimension. Particularly, using a sam-
ple with 330 students, we were able to build classification trees that need, on the aver-
age, between 4 and 5 questions to classify a learning style dimension for each student. 
These results are very promising since the prediction accuracy obtained is very high 
(between 1.36 and 4.29% depending on the dimension). 

Even if different samples could produce different classification trees, considering 
that each tree is concerned only with 11 questions, the size of the sample is enough to 
consider that classification trees would not be much different for other samples. Actu-
ally, the three individual samples show very little difference of distribution among 
them and the classifications trees built for individual samples tend to use the same 
discriminating questions. 

Even so, an author intending to use the best possible sequence of questions to clas-
sify students’ learning style could build classification trees based on samples from her 
target population. However, if the sample is not large enough, these “specific” trees 
would produce more errors than generic ones. 

A possible bias of the studied sample is the proportion of men to women (more 
than 2 to 1). However, results from the case study show no significant difference 
between the results of the ILS for men and women. Moreover, none of the classifica-



tion trees used the gender as a discerning attribute. In other words, knowing the gen-
der of a student does not provide information about his/her learning style. 

It is also possible to create more classes for each dimension, for example the five 
categories proposed by Felder and Silverman. However, it would be needed to ask 
more questions in order to refine the classification. Besides, additional example in-
stances would be needed in order to reach good precision levels with more classes. 

We plan to extend our study collecting and analyzing data from different groups of 
students. In addition, we plan to eventually combine information extracted from ILS 
questionnaire with that related to the type of information selected, activities done, 
time spent on each one, mouse movements and so on.  
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