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Despite the recent effort from computer vision community, facial expression recognition (FER) remains a
largely unsolved problem. This is because the appearance of people’s face undergoes dramatic changes
due to changes in view angle, pose, illumination plus ambiguous facial expressions and low-quality facial
images. In this work, we show the advantage of feature representation learning by dynamically graph
message propagating subject to FER discriminative learning constraints and minimizing the distance of
expression-agnostic transformed instance feature pairs. Specifically, we formulate a novel Harmonious
Representation Learning (HRL) model for joint learning of landmark-guided graph message propagation,
and spatially invariant feature learning using only generic matching metrics. Extensive comparative eval-
uations demonstrate the superiority of our proposed approach for FER over a variety of state-of-the-art
methods on three major benchmark datasets including SFEW 2.0, RAF-DB, and CK+.

� 2022 Elsevier B.V. All rights reserved.
1. Introduction

Facial expression recognition (FER) has drawn extensive atten-
tion from both computer vision researchers and psychologists. It
plays a vital role in many application scenarios, such as driver
assistance, health care, human behaviour understanding, and psy-
chological disease diagnosis. In recent years, many in-the-lab and
in-the-wild datasets have been collected for FER (e.g., CK+ [1],
MMI [2], Oulu-CASIA [3], SFEW 2.0 [4] and RAF-DB [5] datasets).
Based on the abovementioned benchmark datasets, numerous
cutting-edge learning-based FER works have been proposed, which
have dramatically improved the performance of FER.

Specifically, many approaches [6,7] utilize convolutional neural
networks (CNNs) to encode an entire image for feature extraction
and classification. Nevertheless, traditional convolution ignores
the expression-relevant landmarks and fails to take fine-grained
structural knowledge into consideration, which leads to the
learned feature representation suboptimal for FER.

There are a few attempts in the literature to solve the FER prob-
lem by leveraging the facial landmarks, a critical cue for under-
standing human expressions. The learned feature representation
of the landmarks and their spatial relationships are strongly
related to the movement of the facial muscles as well as facial
expressions. [8] adopts landmark locations to build auxiliary label
space to learn label distribution of facial expressions, while [9]
used landmarks as cues to extract features within a certain region.
However, these methods fail to model the relationship among the
landmarks which leads to inferior FER performance.

To address the aforementioned shortcomings, we propose a
novel Harmonious Representation Learning (HRL) model, targeting
effective deep representational learning for FER with joint model-
ing the landmark-guided graph message propagation (LGMP) sub-
ject to FER discriminative learning constraints, and spatially
invariant feature learning (SIFL) using only generic matching met-
rics. (i) As shown in Fig. 1, we group each pixel of the facial image
into different regions according to its similarity to the landmark
features and build a graph conditioned on the non-contiguous
input landmarks. Different to traditional convolution with naive
structure (e.g., 3� 3 convolution kernel), the built graph select a
set of representative nodes (i.e., landmarks) for each pixel in the
facial feature. We then learn the random walks dependant on the
landmark features and further adaptively sample the position-
specific graph node, in order to achieve effective message propaga-
tion (Fig. 1(d)). Intuitively, this learned sampling allows the net-
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Fig. 1. Figures (a) and (b) show feature response heatmaps of the original face and
the perspectively transformed face. The higher responses are spatially consistent in
the most expression-related regions. We group each pixel of the facial image into
different regions according to its similarity with landmark features and build a
graph conditioned on the non-contiguous input landmarks as shown in (c). White
dots in (c) are facial landmarks connected to the receiving node (the green dot). We
learn the random walk from the landmark features for adaptively message
propagation across the sampled nodes, as depicted in (d). In (d), the white dots
are not facial landmarks any more. On the contrary, they are the adaptively sampled
nodes. Details could be found in Section 3.2.
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work to efficiently gather important context by selecting the most
relevant nodes in the graph. (ii) In addition to learning feature rep-
resentations optimized by FER discriminative learning constraints,
we further propose a spatially invariant feature learning mecha-
nism to enforce the network to learn expression-agnostic features.
We achieved this by minimizing the distance of transformed
instance feature pairs with generic matching metrics such as L2
distance. Fig. 1(d)) and Fig. 1(b) show feature response heatmaps
of the original face and the perspectively transformed face. We
can see that higher responses are spatially consistent in the most
expression-related regions. Both LGMP and SIFL are joint optimized
in an end-to-end manner to produce harmonious representations
for FER. Note that the SIFL introduces no extra computational cost
during inference.

The contributions of this paper are summarized as follows: (i)
In contrast to traditional convolution that ignores the expression-
relevant landmarks for feature learning, we formulate a novel
landmark-guided graph message propagation (LGMP) module that
adaptively samples a set of relevant features nodes conditioned on
the input landmarks, for effective message propagation. (ii) We
propose a spatially invariant feature learning mechanism by using
generic matching metrics such as L2 distance over expression-
agnostic transformed image pairs, along with FER discriminative
learning constraints. (iii) Extensive comparative evaluations
demonstrate the superiority of our proposed approach for FER over
a variety of state-of-the-art methods on three major benchmark
datasets including SFEW 2.0, RAF-DB, and CK+.

2. Related Work

2.1. Facial Expression Recognition (FER)

The majority of early FER methods used handcrafted features
and basic machine learning approaches. Facial landmarks play an
important role in the traditional approaches. [10] applied the elas-
tic graph matching algorithm to classify the facial expressions by
matching the graphs whose nodes are facial landmarks. [11] uti-
lized local binary pattern (LBP) to perform FER. [12] futher
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detected the coordinates of facial landmarks, and extracted local
features of the landmarks. Multi-layer perceptron (MLP) is then
adopted to classify facial expressions based on the coordinate
and the local features.

In recent years, deep learning-based approaches have been
widely used for FER. [13,14] proposed novel loss functions for bet-
ter FER performances. [15] divided the samples into regional
patches, and aggregated the information from regions via attention
mechanism to address the occlusion issue.

Some works claim that suppress labeling uncertainty helps the
network to obtain better FER performance [16,17]. Some also uti-
lize self-supervised learning and data distillation to obtain addi-
tional performance gain [18,19].

Facial landmarks still play a unique role in this field as clues of
muscle movements and local feature extraction. [20] jointly per-
formed FER and landmark localization regression to exploit the
reciprocal information of both tasks. [21] proposed a deep tempo-
ral appearance-geometry network that uses both image sequences
and the corresponding landmarks for recognition. However, land-
marks are simply used to form the outlines of faces, which
restricted the performance of the model. [9] integrated local land-
mark features and global image features via attention mechanism
and fully connected layers (FCs), which improved the robustness of
the model in the face of occlusions. However, simply integrating
the feature of landmarks losses the geometrical information. [22]
utilized landmarks as clues of head poses. Generative adversarial
network (GAN) was utilized to synthesis the frontal view of sam-
ples, and the network recognize facial expressions via the synthe-
sised view. [8] used landmarks’ locations as auxiliary information
to build the proximity graph of samples, and learn the facial
expression distribution by each sample and its nearby samples.

To the best of our knowledge, none of the recent works take the
spatial-invariant feature for FER into consideration, since most of
them directly perform face alignment via landmarks to avoid head
movements.
2.2. Graph Neural Networks (GNNs)

Recently, GNNs have become popular tools for exploring intrin-
sic relations lying in data [23,24]. [25] investigated convolutions
for graph data from the spectral domain utilizing the graph Lapla-
cian matrix.

Graph convolution network (GCN) which is formulated as

Hlþ1 ¼ bAHlWl ð1Þ

is introduced in [26], and achieved promising results on semi-
supervised node-level classification tasks. [27] presented ‘‘struc-
ture2vec” to embed the graph into vectors to perform graph-level
classification. [28] proposed GCNs with edge-conditioned convolu-
tions that involve edge features in GCNs.

In addition to the convolution operation, many works further
explored the pooling operation in GCNs. [29] applied binary tree
indexing to coarsen graphs for better classification performance,
while [30,31] sampled graph nodes via normalized degrees and
ranked the scalar projection of the nodes, respectively.

To capture the varying influences of neighbours, some studies
attempted to utilize an attention mechanism in GCNs. [32] intro-
duced graph attention networks (GATs). For each node, GATs uti-
lize a FC layer to predict the importance of the adjacent nodes. In
GATs, Ni different weights are adopted to node i where Ni is
the number of adjacent nodes of node i, which differs from convo-
lution neural networks (CNN). AGNN [33] weighted neighboring
nodes of each node via cosine similarity in feature space. [34]
encoded each edge to a one-hot vector, and weighted the edges
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via the cosine similarity of the encoded vector and a learnable
dictionary.
3. Method

3.1. Overview framework

As depicted in Fig. 2, the framework consists of four parts: I. the
backbone encoder f for feature extraction; II. the landmark-guided
graphmessage propagation (LGMP) branch BLGMP; III. the naive MLP
branch Bnaive; and IV. the spatial invariant feature learning (SIFL)
that adopts a spatially invariant constraint on the encoder, which
is further explained in Section 3.3. We denote the input image as
I and utilize ResNet-50 as the encoder. In Bnaive, we predict the
naive classification score (before the Softmax) based on the
encoded feature. BLGMP aggregates the output of the final convolu-
tional layers of the 2nd, 3rd and the 4th stages with the guidance
of the landmarks and the corresponding connections, which is fur-
ther illustrated in Section 3.2. The final aggregated score is
obtained by summing the naive and LGMP scores. The output of
the framework p 2 Ri is formulated as:

p ¼ U BLGMP f Ið Þ½ � þ Bnaive f Ið Þ½ �f g ð2Þ

where U represents the Softmax operation, and i denotes the num-
ber of classes.
3.2. Landmark-guided graph message propagation (LGMP)

To improve the feature aggregation ability of the network, we
propose a novel lanmark-guided graph message propagation
mechanism which dynamically propagate messages from different
expression-related nodes. LGMP is applied on the whole feature
map instead of simply aggregating features of facial landmarks
which covers much fewer information. Inspired by graph convolu-
tiuon layers, for each receiving node, LGMP is formulated as
follows:

bHx;y ¼ AHx;yW ð3Þ

where A is the adjacency matrix of landmark-guided graph, Hx;y is a
observation feature matrix with the receiving node located in x; yð Þ.
W is a learnable weight which is shared by all receiving nodes. bHx;y

is the refined feature representation by LGMP.
RST: T

Fig. 2. Schematic illustration of our proposed HRL model. The original input image (yello
encoder. The proposed landmark-guided graph message propagation (LGMP) learns to p
novel facial landmark-guided random walk prediction (Section 3.2). The MLP layer produ
and LGMP and subject to a FER discriminative learning constraint Laggregate. The spatial i
images and minimizes a MSE loss between the original feature and the reversely-tran.s
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Given a set of N landmarks as X ¼ j1;j2; . . . ;jNf g, where
ji ¼ xi; yið Þ, we treat the landmarks as the representative nodes
of the graph of face.

To construct the initial adjacency matrix, we first build connec-
tions between landmarks. In order to expand the receptive field of
each receiving node, instead of simply connecting the nearby land-
marks, we build connections of landmarks by uniformly sample
the landmarks according to the distance in between. This proce-
dure is shown in Fig. 3. Specifically, for the landmark ji, the other
landmarks are compartmentalized into n groups by the Euclidean
distance between ji and each of them, and the landmark with
the shortest distance to ji in each group is connected with land-
mark ji. Formally, the set of the landmarks connected with ji is
calculated as follows:

Ci ¼ jsi
j
jj 2 1;1þ bN � 1

n
c; . . . ;1þ n� 1ð ÞbN � 1

n
c

� �
; sij 2 Si

� �
ð4Þ

where Si is defined as follows:

Si ¼ sijj1 6 sij 6 N; sij – i
n oN�1

j¼1
ð5Þ

which satisfy kji � jsi
j
k22 6 kji � jsi

jþ1
k22. Following GCNs, self-

connection is also concerned as an edge of landmark-guided graph.
The initial adjacency matrix of the graph is defined as follows:

Ai;j ¼
1 jj 2 Ci or i ¼ j

0 otherwise

8><
>: ð6Þ

We also validate other graph-building approaches in
Section 4.2.

To adopt graph massage propagation on all pixels of feature
map, each pixel should be assigned to a node accordingly so that
graph convolution is valid to all pixels. To address this issue, we
propose a point-pooling-layer (PPL) with pooling size
n 2 2uþ 1ju 2 Nþf g, which is first used to extract features from
the regions (n� n) centred by the landmarks. The output matrix
O of PPL is defined as:

Oi;j ¼ 1
n2

X
ai ;bi

Cai ;bi ;j

ai ¼ xi � n�1
2 ; . . . ; xi þ n�1

2

� �
bi ¼ yi � n�1

2 ; . . . ; yi þ n�1
2

� �

8>>><
>>>: ð7Þ
T -1

S

S

w) and its transformed image with RST operation (blue) are taken as the input to the
ass message across the sampled graph nodes. The node sampling is achieved by our
ces naive classification scores with loss Lnaive . We further sum the outputs of MLP

nvariant feature learning (SIFL) reversely transforms the feature of the transformed
formed feature.



Fig. 3. An example of how we build the graph. Each node of the graph is a landmark. Take node ji into consideration. The other nodes are ranked according to their distances
between themselves and ji . The ranked nodes are divided into n groups, and the nearest node to ji in each group is connected with ji . The distances in the figure are
fictitious.
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where C is the input feature map.

Given a set of landmarks X and an encoded feature map If , we
use the PPL to extract landmarks’ features as:

M ¼ f PPL X; If ; n
� �

ð8Þ

whereM is in the size of N � K where N is the number of landmarks,

and K is the number of channels of If . PPL is only used to extract the
feature of each landmark.

We group all pixels into kXk clusters, each cluster’s center is a
specific landmark. Each pixel is allocated to the corresponding
cluster whose center is the landmark which is the most similar
landmark to the pixel in the feature space. Given encoded feature

map If and features of landmarks M, we use matrix L to record
the most similar landmark of each pixel. L is calculated as:

Lx;y ¼ argmin
v

kIfx;y �Mv;:k
� �

ð9Þ

where Mv;: denotes the v th row of M that indicates the landmark jv ,
and x; yð Þ is the coordinate of a certain pixel. Fig. 1(c) illustrates an
example of the clusters guided by the landmark features. Different
colors denote different clusters.

To sample the most relevant nodes, we learn randomwalks pre-

diction D conditioned on the input feature If by a 1� 1 convolution
layer. When the receiving node locates in pixel x; yð Þ, we sample
the adjacent points to build matrix Hx;y as follows:

Hx;y
i;: ¼

Ifx;y i ¼ Lx;y

IfjiþDi
i 2 CLx;y

0 otherwise

8>>>><
>>>>:

ð10Þ

where Di ¼ Dxi;Dyið Þ is the random walk of landmark ji and Hx;y
i;: is

the ith row of Hx;y. Since the coordinate Di þ jið Þ 2 R2, bi-linear
interpolation is utilized for a better sampling result.

We predict the random walk of landmarks via a convolution
layer conditioned on their features. Given receiving node x; yð Þ,
the sampled position-specific graph nodes are ji þ Di which satisfy
107
i 2 CLx;y .

3.3. Spatial invariant feature learning (SIFL)

The SIFL is proposed to force the network to generate spatially
consistent features across different views analogous to human
brains. As shown in Fig. 1, even though data augmentations such
as rotation are performed during the training process, and the faces
are well aligned according to the landmarks, the previous method
still can not robustly focus on the most expression-related facial
regions. To force the network to generate spatially consistent fea-
tures across different views like human brains, the SIFL is pro-
posed. To mimic various head poses, random spatial
transformations (RST) T is applied to the input image I to generate
the transformed image I0 ¼ T Ið Þ, which includes affine transforma-
tions and perspective transformations. Affine transformations
could be formulated as follows:

u0
v 0
1

0
B@

1
CA ¼

r1 r2 tu
r3 r4 tv
0 0 1

0
B@

1
CA

u

v
1

0
B@

1
CA ð11Þ

where u;vð Þ and u0; v0ð Þ denote the coordinates of the pixels in the
original image and the transformed image, respectively. tu and tv
denote the translation. ri i ¼ 1;2;3;4ð Þ represent the rotation and
scale parameters. To synthesis 3D head movement such as nodding,
we also adopted random perspective transformation in RST. For-
mally, the final transformation formula is:

m1

m2

w

0
B@

1
CA ¼

r10 r20 tu0
r30 r40 tv 0
r50 r60 tw

0
B@

1
CA

u0
v 0
1

0
B@

1
CA ð12Þ

u00 ¼ m1=w

v 00 ¼ m2=w

�
ð13Þ

in which w is the coordinate on the dimension vertical to the image
plane, u00 and v 00 denote the coordinates of the transformed image
after RST.
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For the practical application of FER, we simplify T by using ran-
dom horizontal flipping, random rotations within �h; hð Þ, and ran-
dom perspective transformations with a distortion scale that
ranges from 0 to f via ‘‘torchvision API” (https://pytorch.org).

The inputs of the SIFL are the feature maps of I and I0 generated
by the encoder. The SIFL then reversely transforms the feature map
of I0 and constrains the encoder to generate spatially invariant fea-
tures by minimizing the L2 distance between the expression-
agnostic transformed instance feature pairs. We denote the reverse
transformation of T by T�1, where T�1 I0ð Þ ¼ I. Bilinear interpolation
is used during the feature transformation. LSIFL is defined as:

LSIFL ¼ 1
H �W � K

X
i;j;k

f Ið Þ½ �i;j;k � T�1 f I0ð Þ½ �
h i

i;j;k

� �2

ð14Þ

where H;W and K represent the height, width, channel number of
the feature, respectively.

3.4. Loss functions

The loss function of the HRL model consists of three parts:

L ¼ Laggregate þLnaive þ kLSIFL ð15Þ
where Laggregate is the final output classification loss which is
adopted to the output prediction as follows:

Laggregate ¼ �
Xi
i¼1

Yilog pið Þ ð16Þ

where pi denotes the corresponding output of the ith class as defined
in Eq. 2. Yi denotes the ground-truth label.Lnaive is the classification
loss for robust feature generation, which is defined as:

Lnaive ¼ �
Xi
i¼1

Yilog p̂ið Þ

p̂ ¼ U Bnaive f Ið Þ½ �f g

8><
>: ð17Þ

LSIFL is defined in Eq. 14.
Table 1
Test set accuracy on the RAF-DB dataset. � means a semi-supervised approach. y
4. Experiments

4.1. Experimental setup

Dataset and preprocessing. We adopt the three most challeng-
ing datasets to evaluate the HRL model: SFEW 2.0, RAF-DB, and CK
+. SFEW 2.0 contains 958 training and 436 validation images. RAF-
DB contains 15,339 images, of which 12,271 are training images
and the others are used for testing. CK+ comprises 593 sequences
across 123 subjects. Landmarks are provided in RAF-DB and CK+
but not in SFEW 2.0. To obtain the same landmarks across datasets,
a style-aggregated network [35] is used to detect landmarks of
aligned images of all datasets. We set N ¼ 50 to use fifty land-
Fig. 4. Utilized facial landmarks (left) and grouped pixels (right).
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marks. Only landmarks among the eyes, nose, and mouth are
reserved, while the others are ignored, as shown in Fig. 4.

Aligned images from RAF-DB are used, while images from SFEW
2.0 and CK+ are aligned via MTCNN [36]. All the aligned images are
resized to 224� 224. Following [9], for RAF-DB, we simply train
and evaluate our approach on it. For SFEW 2.0, we jointly train it
on RAF-DB. For CK+, we jointly train it on RAF-DB, and follows
[13]. Note that all models are pretrained with ImageNet, which is
a general setting.

Implementation details. In experiments, we utilize the SGD
optimizer to train the HRL model for 100 epochs on a single NVIDIA
GTX 1080Ti. We set the learning rate at 5e-3 for the first three
epochs and reduce it to 1e-3 in the following epochs. We use the
Nesterov momentum and set it to 0.9.

Two cascaded LGMP modules are adopted in the network. The
output of the 2nd and the 3rd stage of the backbone are merged
as the input of the first LGMP module, and the output of the first
LGMPmodule and the 4th stage are merged as the input of the sec-
ond LGMP module. Bi-linear interpolation is used to unify the res-
olution of the mentioned feature maps. To reduce the dimension of
the input feature map, a 1� 1 convolution layer is adopted to the
input. A global average pooling layer and a FC layer are attached to
the second LGMP module to predict the LGMP score.

We set the weight of the SIFL loss k ¼ 0:8, the rotation angle
h ¼ 30�, the distortion scale f ¼ 0:1, and the pooling size of PPL
n ¼ 3. Since LGMP utilizes graph convolution on all pixels, we hope
that the LGMP processes the receiving nodes (pixels) similar to
normal image processing approaches, e.g., convolution. Each pixel
has 8-neighboring pixels, so we set the number of groups n ¼ 8 so
that each receiving node has its 8-neighboring nodes. Note that in
all experiments, the ‘‘baseline” method denotes replacing the
LGMPs with simple fully connected (FC) layers and omitting the
SIFL part in Fig. 2, and the FC layers decode the landmarks’ features
extracted by the PPL for classification. For the baseline, we utilize 3
FC layers. The first one contains 2048 units, the second contains
1024 units and the last one is the classification layer. We follow
gACNN [9] to concatenate the features from each landmark as
input features to the baseline. The model sizes of the FC layers
and the LGMPs are 100 MB and 66 MB, respectively. For fair com-
parison, the RST is also applied to augment the training set when
training the baseline network.

Quantitative results. Tables 1–3 show the comparisons of the
HRL model and the existing SoTA approaches. We outperform all
the other methods on all three datasets. Note that for fair compar-
ison, we quote the officially reported performance without pre-
training. Thanks to the SIFL and LGMP, the HRL model improves
the baseline method by 2.7%, 6.1%, and 4.3% on RAF-DB, SFEW
2.0, and CK+, respectively. Fig. 5 shows the confusion matrices of
the different datasets. Only the ‘‘Fear” and ‘‘Disgust” samples are
means we quote the officially reported results without training on other FER datasets
or multi-round training for fair comparison.

Method Reference Acc (%)

DLP-CNN [37] ICCV 2017 84.13
gACNN [9] TIP 2018 85.07
MarginMix�[38] ECCV 2020 85.36
LDL-ALSG [8] CVPR 2020 85.53
RAN [15] TIP 2020 86.90
SCNy[16] CVPR 2020 87.03
MA-Nety[39] TIP 2021 86.32
PASMy[18] TCB 2021 87.54

Baseline - 85.06
Ours (w/o LGMP) - 87.05
Ours - 87.77



Table 2
Test set accuracy on the SFEW 2.0 dataset.

Method Reference Acc (%)

gACNN [9] TIP 2018 51.47
Island Loss[14] FG 2018 52.50
LDL-ALSG [8] CVPR 2020 55.13
RAN [15] TIP 2020 56.40

Baseline - 55.56
Ours (w/o LGMP) - 60.64
Ours - 61.69

Table 3
Test set accuracy on the CK+ dataset.

Method Reference Acc (%)

IACNN [13] FG 2017 95.37
DeRF [40] CVPR 2018 97.30
Deep-Emotion [41] Sensors 2021 98.00

Baseline - 94.62
Ours (w/o LGMP) - 97.50
Ours - 98.90

Table 4
Evaluation of the different modules in the HRL model. Row 5 is our baseline method
with the ResNet-50 backbone.

Row SIFL LGMP Bnaive Accuracy (%)

1 � � � 81.81
2 U � � 82.88
3 � U � 82.33
4 U U � 84.32
5 � � U 85.06
6 U � U 87.05
7 � U U 86.37
8 U U U 87.77

Table 5
Cost of LGMP.

Method (no SIFL) Acc (%) Para. (Mb) Time (s)

Naive classification only 84.13 93 0.01
Naive + FC (baseline) 85.06 93 + 100 0.02

Naive + LGMP 86.37 93 + 65 0.02

Table 6
Accuracy on the RAF-DB test set based on
different transformations in RST.
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not clearly classified since fewer samples of these two expressions
exist in the datasets in comparison with other expressions.
Method Accuracy (%)

Baseline 85.06
Flip 85.88
Rotation 86.73
Perspective 86.63
Ours 87.05
4.2. Ablation study

Evaluation of different modules. To evaluate the effectiveness
of the proposed modules in the HRL model, we conduct an ablation
study on RAF-DB, as shown in Table 4. We first conduct experi-
ments that remove the naive MLP branch (Bnaive) from our baseline
method, which is shown in rows 1�4. The baseline method is
shown in row 5. From row 5 and row 6, we can see that the SIFL
boosts the baseline by 2.0%. A comparison between row 5 and
row 7 shows that replacing the FC layers with the LGMP improves
the performance by 1.3% and reduces the model size by 34 MB.
Rows 5 and 8 demonstrate that combining the SIFL and the LGMP
results in a 2.7% performance improvement. Similar results are also
shown in the first four rows, which validates the importance of the
proposed SIFL and LGMP.

Cost of LGMP In Table 5, we report the number of parameters
and inference time of the baseline approach and our LGMP, with-
out SIFL. LGMP boost the baseline approach by 1.3% with fewer
parameters (65 MB vs. 100 MB) and comparable inference time.
Fig. 5. Confusion matrix of SFEW
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Different transformations in RST. As shown in Table 6, we
compare the networks with different transformations. ‘‘Flip”
means that horizontal flips are included in RST. ‘‘Rotation” means
that the RST contains random rotations. ‘‘Perspective” means that
the RST contains random perspective transformations. ‘‘Ours”
means that all mentioned transformations are included. The results
demonstrate that the combination of the three spatial transforma-
tions achieves the best performance.

Effectiveness of the SIFL on more challenging datasets. To
further validate the effectiveness of the SIFL, we conduct a more
challenging experiment that tests the image with manually added
head poses or occlusions. Specifically, random rotation within
2.0 (left) and RAF-DB (right).



Table 7
Accuracy with and without the SIFL on the RAF-DB test set with different distortions.
‘‘Rotation”, ‘‘Perspective”, and ‘‘Occlusion” mean the test set is transformed by
random rotations, random perspective transformations, and random occlusions,
respectively. For fair comparison, the same RST is also applied as the data
augmentation when training the baseline model.

Method Test set Accuracy (%)

Baseline Original 85.06
Baseline + SIFL 87.05
Baseline Rotation 82.07
Baseline + SIFL 85.00
Baseline Perspective 82.66
Baseline + SIFL 84.97
Baseline Occlusion 83.11
Baseline + SIFL 85.56

Fig. 6. LSIFL curve of model trained with or without LSIFL .

Table 9
Accuracy on the RAF-DB test set based on different
landmark detection approaches. ‘‘Face++” means we
apply the API of ‘‘Face++” (https://www.faceplus-
plus.com.cn) to detect landmarks.

Landmark Detection Method Accuracy (%)

Face++ 87.51
Ours [35] 87.77

Table 10
Accuracy on the RAF-DB test set based on different scores.

Score Accuracy (%)

Naive Score 85.30
Aggregated Score 86.37
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�15�;15�ð Þ, random perspective transformation with a distortion
scale of 0.5, and random occlusion with the size of 50� 50 with
the Gaussian blur is adopted. As reported in Table 7, for the original
test set, the SIFL can improve the baseline method by 2.0%; for the
three types of more challenging test sets, it can further boost the
baseline method by 2.9%, 2.3%, and 2.5%. We also visualize the
LSIFL curve when the model is trained with or without LSIFL,
respectively. As shown in Fig. 6, with LSIFL as a training loss, the
feature map of the same sample from different views tend to be
harmonious. On the contrary, baseline approach leads to higher
LSIFL which shows that LSIFL is necessary for harmonious feature
extraction.

Different landmark-guided graph building approaches. We
also evaluated extra approaches of building edges of the landmark
graph. We take random connections and Delaunay Triangulation
(DT) into consideration. ‘‘Random” means that connected land-
marks are randomly chosen from X n Lx;y when the receiving node
locates in x; yð Þ. ‘‘Delaunay-Triangulation” means connection of
landmark-guided graph is defined by Delaunay Triangulation while
additional random edges are added to the landmarks to ensure the
degree of each landmark is nine (include self-connection). The
result is shown in Table 8. The result shows that our approach
Table 8
Accuracy on the RAF-DB test set and mean distance of edges based on different graph-
building approaches. Note that distance equals 1 represents the distance equals the
side of pixels.

Method Accuracy (%) Distance

Random 86.93 74.1
Delaunay-Triangulation 87.12 25.0

Ours 87.77 63.0
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achieves the best performance. Compared with the proposed graph
building approach, DT tends to connect nearby landmarks, which
fails to aggregate messages from the apart landmarks. Note that
we discard the randomly added edges when calculating mean dis-
tance of DT. ‘‘Random” results in dynamic connections between
landmarks, therefore in different iterations, the landmarks con-
nected with the same receiving node are different, which makes
it hard to learn from the graph.

Different landmark detection methods. We also use different
landmark detection approaches to generate the landmarks. Table 9
demonstrates that the performance of the HRL model is robust to
different types of landmarks.

Results of different scores. In Table 10, we report the accuracy
of the naive scores and aggregated scores to validate the effective-
ness of the LGMP (without the SIFL). The aggregated score boosts
the naive score by 1.1%.

Evaluation of the balance coefficients. We conduct experi-
ments to search the best k for balancing the losses. Fig. 7 demon-
strates that k ¼ 0:8 produces the best result.

Qualitative results. We visualize the feature response heat-
maps of the baseline and the HRL model in the first and second
rows of Fig. 8. Even though data augmentations such as rotations
and perspective transformations are performed during training,
and faces are well aligned according to the landmarks, the base-
line’s feature extraction still can not focus on the most
expression-related regions. With the help of the spatial constraint
of the SIFL, the network can focus on more discriminative areas in
the face, such as the mouth, eyes, and other expression-related
muscles, which is in accordance with our attention regions when
performing FER.

Fig. 9 and Fig. 10 show the heatmaps of the test images with or
without manually added transformations and rotations. Different
from the baseline method, the features generated by the HRL
model is spatially consistent due to the SIFL. We can find that
the higher response only appears in those critical regions, which
results in more accurate and reliable predictions. It demonstrate
Fig. 7. Accuracy on the RAF-DB test set with different k.



Fig. 8. Comparison of the feature response heatmaps. The maps in the first row and second row are generated by the baseline network and the HRL model, respectively. The
warmer regions of the baseline method sometimes spread to areas outside the face, whereas the warmer areas of our method are concentrated inside the face and focus on
those parts of the face that are discriminative for FER.

Fig. 9. Qualitative comparison of the test images with and without manually added perspective transformations. The first and second rows show the images and their
heatmaps generated by the baseline network and the HRL model, respectively. The first and second columns in each group show the heatmaps of the test images with and
without transformations, respectively. The result validates that the SIFL keeps the features in different views spatially consistent and helps the network to focus on those
regions with more critical expression-related features.

Fig. 10. Qualitative comparison of the test images with and without manually added rotation transformations. The first and second rows show the images and their heatmaps
generated by the baseline network and the HRL model, respectively. The first and second columns in each group show the heatmaps of the test images with and without
transformations, respectively. The result validates that the SIFL keeps the features in different views spatially consistent and helps the network to focus on those regions with
more critical expression-related features.

Fig. 11. Qualitative comparison of the test images with occlusions. The first and second rows show the images and their heatmaps generated by the baseline network and the
HRL model, respectively. The result validates that the proposed HRL model is robust with occlusions.
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that our approach is robust for both 3D and 2D spatial
transformations.

We also validate our approach on occluded samples. As shown
in Fig. 11, the HRL model precisely activates crucial regions in the
presence of occlusions, which demonstrates that the proposed SIFL
can also mitigate the occlusion issue.
5. Conclusions

In this work, we proposed a novel Harmonious Representation
Learning (HRL) model for facial expression recognition (FER). In
contrast to traditional convolution that ignores the expression-
relevant landmarks for feature learning, our model adaptively sam-
ples a set of relevant features nodes conditioned on the input land-
marks, for effective message propagation. Moreover, we
introduced a spatially invariant feature learning mechanism by
using generic matching metrics over expression-agnostic trans-
formed image pairs, along with FER discriminative learning con-
straints. Extensive experiments demonstrate the superiority of
our proposed formulation quantitatively and qualitatively. We
reached new state of the art on three major benchmark datasets
including SFEW 2.0, RAF-DB, and CK+, with comparable computa-
tion cost.
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