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Abstract
Harnessing the latent knowledge present in geospatial trajectories allows for the potential to revolutionise
our understanding of behaviour. This paper discusses one component of such analysis, namely the extraction
of significant locations. Specifically, we: (i) present the Gradient-based Visit Extractor (GVE) algorithm
capable of extracting periods of low mobility from geospatial data, while maintaining resilience to noise, and
addressing the drawbacks of existing techniques, (ii) provide a comprehensive analysis of the properties of
these visits and consequent locations, extracted through clustering, and (iii) demonstrate the applicability
of GVE to the problem of visit extraction with respect to representative use-cases.
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1. Introduction
The recent rise in the prevalence of location-aware hardware has brought with it an increase in the
availability of geospatial trajectories, along with the consequent foundation for reasoning about the actions
of users that this affords. Fundamentally, such trajectories are sets of spatio-temporal datapoints that relate
the whereabouts of an individual, animal or other entity to specific times. The extraction of meaningful
locations from geospatial data provides a basis for modelling a user’s interactions with their environment,
an important part of many location-aware applications. Such applications may include location prediction,
typically relying on extracted locations to discretise the set of possible predictive outcomes, or context-aware
services such as recommender systems or digital assistants that use location to provide a greater level of
personalisation.
This paper considers location extraction as a two-step process that first extracts periods of low mobility
from geospatial data, referred to as visits, and then clusters these visits together to form locations. Specifically, the paper provides a detailed discussion of existing techniques for visit extraction and visit clustering,
and presents the Gradient-based Visit Extraction (GVE) algorithm for the purpose of visit extraction. This
algorithm provides resilience to noise and overcomes several drawbacks of previous works: the algorithm
does not place a minimum bound on visit duration, has no assumption of evenly spaced observations and
operates in real-time without imposing a delay on trajectory points being considered. Additionally, we
provide a thorough exploration of the parameter space for GVE through a comprehensive analysis of the
properties of visits and locations produced, and demonstrate the applicability of GVE to the task of visit
extraction with respect to representative use-cases and a comparison to the current state-of-the-art.
The remainder of this section discusses visit extraction and proposes two representative use-cases for
extracted visits and locations. Section 2 then goes on to discuss related work, including approaches to visit
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extraction and clustering. The GVE algorithm is presented and discussed in Section 3, and discussion of
the methodology employed to analyse the algorithm and the visits it produces can be found in Section 4.
Finally, Section 5 details the results of the analysis and demonstrates the applicability of GVE to the task
of visit extraction, with Section 6 providing a conclusion and summary of the findings and contributions
made.
1.1. Visit Extraction
The extraction of locations meaningful to users is achieved by analysing the datapoints found within
trajectories and identifying the regions where the user has spent time. Although a variety of techniques
have been used in literature to extract locations from data, they are typically used as a precursor step to
performing another activity, such as location prediction, and have not been investigated or evaluated in
depth. While it is possible to perform location extraction by using a single clustering algorithm, the process
is typically performed in two distinct clustering steps [1–3, 7, 24, 28]. The first step, visit extraction, is
responsible for partitioning a temporally ordered dataset into periods of low mobility, referred to as either
stops, stays or visits, where during each period the user is expected to have remained in one geographic
location. For clarity, in this paper, we refer to such periods as visits. Visits of no duration (i.e. either the
visit consists of a single point, or all points that make up a visit were recorded at the same time instance)
are classed as noise since they represent the user travelling and not being stationary. The second step in the
process, visit clustering, summarises the extracted visits and performs clustering to determine which visits
belong to the same location.
Utilising a two-step approach for location extraction has several advantages, namely:
• Visit extraction can be performed in linear time, summarising vast portions of the dataset, thus
reducing the complexity for the clustering step.
• By considering their temporal nature, individual data points that occur when an entity is moving
are ignored. In traditional clustering, if several points were to be recorded in close proximity, but on
different occasions, for instance along a road, an erroneous location would be identified.
• Extracted visits consist of contiguous points and thus characterise a period of time in which the user
remained at the location, providing a basis for modelling historic time spent.
The disadvantages of the two-step process relate to the location clusters extracted at the visit clustering step.
In order to reduce the complexity of this stage, extracted visits are typically summarised into a single point
(e.g. centroid), and consequently the shape of overall locations extracted are not likely to be represented.
Depending upon the goal of location clustering, this could be problematic.
1.2. Use-cases
The uses for extracted locations and visits are varied as they provide a foundation for modelling behaviour. However, for the remainder of this paper we consider two representative examples, which apply
equally well to trajectories from various sources. The first use-case, referred to as accurate visits, considers
the visits as a source of context, aiming to accurately characterise a user’s physical location at any point
in time. In this case, clustered locations primarily serve to group the visits together to model transitions
correctly. The second use-case, location properties, is less focused on visits, but rather, considers the accurate identification of the properties (i.e. shape and position) of locations. Accurately identified locations are
essential to certain services, such as creating geofences, where the visits are of less importance. It is important to note, however, that although the location properties use-case does not strictly require the accurate
extraction of visits, the runtime of visit clustering algorithms is severely detrimented as the number of visits
increases.
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2. Related Work
Treating location extraction from trajectories as a two-step process is a technique that has been employed
in literature [1–3, 7, 24, 28]. One of the earliest examples is an investigation conducted by Ashbrook and
Starner into identifying significant locations, from a dataset of GPS points, with the aim of predicting user
movement [3, 4]. From the collected data, Ashbrook and Starner observed that the data loggers used did
not function well indoors, as a GPS signal was rarely available, and therefore treated periods of missing
data as visits. Once extracted, these visits were clustered together using the k-means clustering algorithm,
selecting an appropriate value for k by performing the clustering multiple times on different parameters and
observing the results. The particular algorithms employed here have their own respective drawbacks, and
it is the focus of the remainder of this section to explore these drawbacks along with alternative approaches
and related work. Towards understanding existing approaches to visit extraction and clustering, Section 2.1
begins with a discussion on the collection of data over which visit extraction can be performed. An overview
of visit extraction techniques follows in Section 2.2, and visit clustering in Section 2.3. Finally, Section 2.4
explores work that has been conducted into enriching extracted locations with additional meaning and
context information.
2.1. Data Collection
Before discussing methods of location extraction, it is important to consider the collection and processing
of data, to gain an understanding of the properties expected when the location extraction stage is reached.
In much existing research into location-aware systems, users are asked to carry battery-operated devices
which record their location at predetermined intervals [3, 19, 24, 28, 31]. This approach places a burden
upon the users who must ensure that the device remains with them and is charged at all times. In part, these
drawbacks have been reduced in recent years due to the inclusion of location-sensing hardware in personal
smartphones, and thus recent location-aware literature has used data from such devices [7, 9, 18, 22, 24, 29].
Location is determined by the device through a combination of sensors, such as GPS, GLONASS and cell
tower triangulation, where the accuracy of measurement is strongly correlated with the amount of power
consumed.
Aiming to reduce the power overhead of data collection, Kiukkonen et al. present a state-based machine
that transitions between different rates and location determination methods based on sensor readings [19].
Specifically, the authors use WiFi base stations to indicate locations when available, and adjust collection
rate based on accelerometer readings (i.e. if the user is moving, the collection rate is increased). Similarly,
Chon et al. present an application, SmartDC, that aims to estimate when a user will leave a current area and
increase collection around this time [10]. As a consequence of techniques such as this, and the limitations
of these devices, it is important to note that the accuracy and rate of location collection will not remain
constant.
2.2. Visit Extraction Techniques
Ashbrook and Starner’s approach, namely that of looking for periods of missing data within trajectories,
is limited in that it assumes that all missing data is caused by a visit, and visits cannot occur when data
was collected. Indeed, the authors note that the data logging devices were prone to run out of battery
power, also causing a lack of data. Building on this work, but assuming a constant flow of data, even when
indoors, similar algorithms have been proposed. Relying on time and distance thresholds, the algorithms
typically operate by iterating over a temporally ordered dataset and segmenting the data into visits, where
no visit can be larger than a specified radius (or, sometimes, that no consecutive points can be greater
than a specified distance apart) and the user must remain in this area for longer than a specified amount of
time [1, 2, 17, 18, 28, 31, 33]. This approach was initially presented by Li et al., but has since been adapted
for specific uses in literature [21]. Montoliu and Gatica-Perez also use this technique, but add an additional
constraint that the time between consecutive data points in the same visit must be bounded [24]. This was
proposed to prevent periods of missing data from being contained within a visit. If data became unavailable
at one time, and became available at a nearby coordinate some time later, it is not possible to state with
certainty that the user remained stationary for the missing period.
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Although using maximum radius and minimum duration thresholds may overcome the issues caused by
assuming that a loss of GPS signal is equivalent to a visit, they all suffer from a lack of resilience to noise and,
with the exception of Montoliu and Gatica-Perez, do not consider missing data. In all cases, the algorithms
consider a single point and ask whether this point belongs to the previous visit, or signals the end of the
previous visit and the start of a new one. The problem with this approach is that all location detection
techniques are prone to noise to varying degrees, and while a single point may occur outside the preselected
distance threshold (e.g. the distance from the centre of the already extracted visit), this could be due to
noise in the dataset. Furthermore, while the results of some of the techniques used have been demonstrated
over a single small example, no quantitative evaluation of the properties of the visits extracted has been
conducted.
In contrast to the approach of splitting a temporally ordered dataset into visits, there are methods of
extracting visits that are not partitional in nature. ST-DBSCAN [8] and DJ-Cluster [32] are density-based
clustering algorithms that are designed to cater for spatio-temporal data by extracting clusters that are
similar in both space and time. While they overcome the problem of performing only two-dimensional
clustering directly to trajectories (that of extracting dense groups of points without considering time), these
approaches are computationally intensive, typically having runtime O(n log n) as opposed to the O(n) of
the other techniques discussed, and the resultant visits do not span continuous time periods.
Aiming to overcome the drawbacks of existing approaches, by assuming noise in the dataset, Bamis
and Savvides present the STA extraction algorithm [6]. While the authors were specifically motivated by
identifying activities that repeat in cycles through extraction and clustering, the first step, STA extraction,
uses a definition of an activity that is identical to our definition of a visit, and thus performs visit extraction.
The algorithm is similar to existing approaches in that it iterates over the trajectory points, but uses a
weighted averaging filter to reduce the impact of noise before considering an activity as having ended. This
technique however does bring with it several drawbacks and assumptions relating to the data, for example,
requiring evenly time-sliced data and a full buffer before consideration of a visit can occur, consequently
imposing a minimum bound on visit duration.
2.3. Visit Clustering
Extracted visits can be clustered together to form locations. Several general-purpose clustering techniques exist and have been used for this purpose, including k-means [3, 23] and DBSCAN [1, 5, 12, 24].
When clustering with k-means, the number of clusters to be extracted must be known a priori, which is not
typical when extracting locations from trajectories. DBSCAN, on the other hand, has no such requirement,
instead extracting clusters providing that a sufficient density of data points exist.
Focusing specifically on location extraction, Zheng et al. [28] propose a grid-based clustering algorithm
that splits the considered area into uniform squares, where the size of each square is a user-specified parameter. Squares that contain a greater number of visits than a threshold are then merged with all of their
neighbours, providing that no dimension exceeds 3 squares in length. This requirement, although bounding
location size, enforces the requirement for the maximum size of locations to be known a priori, and creates
locations that are regular in shape. These locations may, therefore, not represent the shape of real-world
locations accurately, and thus the algorithm is likely not applicable when considering the location properties
use-case presented previously.
Finally, continuing on from their STA extraction algorithm, discussed in Section 2.2, Bamis and Savvides
propose the STA clustering algorithm for the detection of activities that were performed in similar locations
and at similar times of day. The STA clustering algorithm operates by summarising visits as their 3dimensional bounding box (along the latitude, longitude and time dimensions) and progressively merging
visits into clusters based on a similarity function, with weightings given to longitude, latitude and time.
While it is possible to ignore the time dimension, as we would wish for location extraction, by setting the
weighting to 0 the algorithm is not designed to merge all overlapping visits, only those whose dimensions
are above a certain similarity, resulting in locations that can overlap. While the STA extraction algorithm
is applicable for both extracting visits and activities, the STA clustering algorithm is not ideally suited to
the task of visit clustering.
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2.4. Enriching Locations
Once extracted, locations can be used as a basis for many location-aware systems and services, for
example, to guide individuals around a city or other point of interest [27, 28, 30]. Further applications for
extracted locations include categorising locations through supervised learning [1, 2, 11, 13], judging user
similarity by location transitions [16], and the identification of activities from visited locations [5].
In addition to these uses, location prediction has been a key focus of research, aiming to identify which
locations a user will likely visit in the future. Ashbrook and Starner present one of the earlier pieces of
work in this area, using Markov models to model transitions between extracted locations [3, 4]. Building
upon this, and considering time as well as the current location, Wang and Prabhala propose a combined
transition and periodicity-based approach [26], and Fukano et al. investigate the use of a blockmodel to
extract context from features collected from mobile phone logs, and use a scoring system on the extracted
features to identify the likely next location [14]. Finally, in [15], Gao et al. investigate the reverse of the
standard problem. Instead of taking a future time and asking where the user will be, they take a location
and ask when the user will next visit, achieved by modelling the probability distribution of a user visiting
each location for all possible times of day using Bayesian inference, and returning the time calculated to be
most probable from historical information.
3. Gradient-based Visit Extractor
Adopting the two-step approach for location extraction, this section presents the Gradient-based Visit
Extractor (GVE), which extracts visits from geospatial trajectories and addresses the drawbacks of existing
approaches, making it capable of extracting visits from a wider variety of datasets. Section 2.2 discussed
existing approaches to visit extraction, with the STA extraction algorithm identified as the current stateof-the-art [6]. Although an improvement on previous techniques, this algorithm has several limitations.
Firstly, the algorithm assumes that the data occurs in even time slices. While some domains have regular
and predictable data recording, for the purpose of extracting visits from data collected from devices carried
by users, it is likely that conditions such as signal loss or lack of battery power would result in periods of time
with varying collection rates, and periods with missing data entirely, thus resulting in non-evenly timesliced
data. Secondly, the STA extraction algorithm requires the buffer to be full before consideration of a visit
can occur, both imposing a delay on points being considered, as a sliding window of points is required for
the weighted averaging filter to operate, and specifying a minimum bound on visit duration. The result of
this is that the minimum visit length to be extracted must be known a priori and used to select appropriate
parameters.
First described in [25], and presented in expanded form here with an additional consideration for handling
large periods of missing data not present in the previous version, the Gradient-based Visit Extractor (GVE)
algorithm is shown as Algorithm 1. The remainder of this section introduces and discusses the algorithm. In
the following sections we demonstrate the applicability of GVE to the task of visit extraction, an evaluation
lacking in previous work. Specifically, the evaluation performs a thorough exploration of the parameter
space of the GVE algorithm and analyses properties of the visits extracted, through metrics discussed in
Section 4, with results presented and discussed in Section 5. The evaluation continues with a comparison
with the STA extraction algorithm and, through visit clustering with DBSCAN, discusses properties of the
clustered locations, based on visits extracted from both the GVE and STA extraction algorithms. DBSCAN
is selected due to its relevance to the domain and ability to extract clusters of arbitrary shape without the
number of clusters being known a priori.
The Gradient-based Visit Extractor extracts visits from temporally-annotated geospatial trajectories
by continually building a visit until adding another point would cause the recent trend of motion to be
consistently away from the visit already extracted. Although similar in idea to STA, GVE can consider
visits without having a full buffer of points over which to analyse the trend of motion and allows for points
collected at a varying rate. Additionally, GVE is able to consider points as they arrive, while the STA
extraction algorithm imposes a delay due to its method of averaging results over a window.
The buffer over which the trend of motion of the user is considered has a maximum size of npoints , but
this buffer does not need to be filled for a comparison to take place. Parameters α and β are used to define
5

Algorithm 1 Gradient-based Visit Extractor algorithm
1:
2:
3:
4:

npoints , α, β, tmax // Input parameters
visits ← [ ] // Empty array, to be filled with visits
visit ← [ p0 ] // Array containing the first point in the dataset
buffer ← [ p0 ] // Buffer over which to consider trend of motion

5:
6:

function Process(point)

7:
8:
9:
10:
11:

buffer.append(point)
if buffer.length > npoints then
buffer.shift
end if

12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

// A visit has ended if there is a significant amount of missing data or the user is moving away
if TimeBetween(visit.last, point) > tmax or MovingAway?(visit, buffer ) then
if TimeBetween(visit.first, visit.last) > 0 then
visits.append(visit) // If the visit has some duration, store it
end if
visit ← [ point ]
buffer ← [ point ]
else
visit.append(point) // If the visit hasn’t ended, add the point to the visit
end if

23:
24:

end function

25:
26:
27:

// The user is moving away from a visit if the gradient of the buffer is greater than the threshold
function MovingAway?(visit, buffer )

28:
29:
30:
31:
32:
33:

if Gradient(visit, buffer ) > Threshold(α, β, buffer.length) then
return True
else
return False
end if

34:
35:

end function
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a threshold function on the size of the buffer. If the buffer contains a small number of points, for example
two points, and a third point were to arrive that is further away from the first point than the second, it
could be an indication that the user is travelling away from the first point or it could be attributed to noise.
This problem is mitigated by using a negative logarithmic function to ensure that the threshold for trend of
motion is higher when there are fewer points in the buffer. Trend of motion is defined using a gradient that
includes both spatial and temporal components, therefore allowing for the possibility of points of varying
temporal distances. The gradient of buffer b is defined as:
P
P
P
l(b) (t(b, p) × d(v, p)) −
t(b, p)
d(v, p)
p∈b
p∈b
p∈b
P
P
Gradient(v, b) =
l(b)
t(b, p)2 − ( t(b, p))2
p∈b

p∈b

where l(b) is the current buffer size, t(b, p) is the temporal distance between the first point in the buffer and
the current point, p, in seconds, and d(v, p) is the distance between point p and the centroid of the current
visit, v, in metres. A gradient greater than the threshold indicates that the visit has ended:


1
Threshold(α, β, length) = −log length ×
×α
β
With the gradient summarising the movement trend of the user relative to the visit, and a threshold
function that returns a value dependent upon the number of points over which the gradient was calculated,
we are now able to determine when a visit has ended: namely, if the gradient is greater than the threshold
for a given set of points then the visit can be marked as having ended. This ensures resilience to noise by
monitoring the movement trend over a set of points, but still allows for visits with few points.
In addition to trend of motion exceeding the threshold, a visit ends if the temporal distance between
the point being considered and the immediately preceding point is greater than the parameter tmax (line 14
of Algorithm 1), which is a similar technique to that used by Montoliu and Gatica-Perez to detect periods
of missing data [24]. Without this consideration, if data were to be missing for several hours or days, but
by chance the first point recorded after this period is geographically close to the last point recorded, the
gradient would be extremely low and is likely to be below the threshold. In this instance, the point would
be considered as part of the previous visit, even though a significant period of time had elapsed and the user
could easily have left the visit and simply returned to a location nearby. By introducing a maximum time
between consecutive points for them to be part of the same visit, tmax , we mitigate this issue. Conversely,
two consecutive points that fall on the same time instance (i.e. there is no time between them), could cause
a visit of no duration to be extracted. This is prevented in line 15 of Algorithm 1, where visits are only
stored if they have a positive duration. A visit that consists of a single point, or a visit that consists of
multiple points that fall on the same time instance would therefore be considered noise.
While parameter selection is dependent upon the specific application and dataset, we impose one primary
constraint, namely β > npoints . If we permitted β to be less than npoints , it is possible for the threshold
function to return a negative value when the size of the buffer exceeds β. Using a negative threshold would
allow a visit to be characterised as having ended when the gradient returns a negative value, where a negative
gradient indicates that the user is moving towards the centre of the visit, rather than away from it. By
requiring β > npoints we ensure that any value returned by the threshold function is positive.
4. Experimental Setup
In order to demonstrate the applicability of the GVE algorithm to the problem of visit extraction, and
to aid in parameter selection for future applications, we conduct a thorough analysis of the algorithm and
resultant visits extracted. This analysis aims to guide application developers towards appropriate parameter
choices, as well as demonstrating properties of the algorithm itself. Towards this goal, this section discusses
the experimental methodology followed by presenting the algorithms and data selected for comparison, along
with metrics through which analysis is conducted. The results of this exploration can be found in Section 5.
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Table 1: Parameter sets for evaluation

GVE

STAe
DBSCAN

α
β
npoints
tmax
Dthres
Nbuf
Nd
eps
minpts

≥0
>1
>1
>1
>0
>1
≥1
≥0
≥0

0.05, 0.1, 0.15, 0.2, 0.25, 0.5, 0.75, 1.0, 1.25, 1.5, 2.0
3, 6, 9, 12, 18, 24, 30, 36, 46
2, 5, 10, 15, . . . , 35
300, 600, 900, 1200, 2400, 3600, 7200, 9000, 13500, 18000
0.1, 0.25, 0.5, 0.75, 1, 2.5, 5, 7.5, 10, 12.5, 15, 17.5, 20
4, 6, 8, . . . , 32
Nbuf
/2
1, 10, 25, 50, 75, 100, 250
0, 1, 2, 5

4.1. Algorithms
Section 2 provides a discussion on existing techniques for visit extraction and clustering. For the purpose
of evaluation, we select the STA extraction algorithm [6] as a comparison to GVE. The STA extraction algorithm was chosen as it is the current state-of-the art, offering significantly improved resilience to noise than
existing approaches. For visit clustering, i.e. clustering extracted visits into locations, we select DBSCAN.
While there are several approaches that have shown promise for this purpose, DBSCAN is widely used and
has desirable properties, such as not requiring the number of locations to be known a priori [1, 5, 12, 24].
In order to ensure consistency, all implementations of the algorithms assume that distances are measured
in metres, and time in seconds. Furthermore, we define the shape of a location to be the convex hull of the
centroids of all visits belonging to the location. Summarising visits in such a way is an important part of
the two-step approach to location extraction as it vastly reduces the complexity of the clustering procedure,
and thus is a technique we employ here [1–3, 7, 24, 28].
4.2. Evaluation Parameters
With algorithms for evaluation selected, we narrow down the range of parameters considered. While it
is not possible to consider all combinations of parameters, as many are unbounded, we select a range of
parameters for each algorithm that aims to cover the parameter space as thoroughly as possible, ensuring
that the results obtained are representative. The ranges of values selected for each parameter can be found
in Table 1, and this section briefly discusses the parameters for each algorithm.
GVE takes 4 parameters: α and β alter the threshold function, where a gradient above the threshold
indicates the end of a visit, with α scaling in the y-dimension, and β in the x-dimension. The npoints
parameter specifies the maximum size of the buffer, and tmax specifies the maximum amount of time
between two consecutive points permitted for the points to belong to the same visit. Only parameter
combinations that obey the constraint β > npoints are considered.
STA extraction algorithm has a fixed size buffer of length Nbuf , and uses a weighted averaging function
of window size Nd to characterise the trend of motion, with Dthres (measured in metres) specifying the
threshold for the averaged buffers, above which the visit is considered to have ended. A relationship
N
between Nd and Nbuf was proposed by the authors of the STA extraction algorithm, namely Nd = buf
2 ,
and we adopt this approach here [6].
DBSCAN is a density-based clustering algorithm, whose two parameters, minpts and eps (), specify the
required density of a cluster, with minpts specifying the minimum number of points required within
eps metres for a cluster to be extracted. A detailed explanation of how these parameters affect the
extracted clusters can be found in [12].
With visit extraction, it is feasible to explore the parameter space by performing extraction using all
possible combinations of the parameters shown in Table 1 due to the linear time requirement of the algorithms. However, performing visit clustering on all sets of extracted visits, and with all combinations of
8

parameters, becomes infeasible due to the increased run-time of DBSCAN. Instead, we use the exploration
of the parameter space of the visit extraction algorithms to select 2 appropriate and representative sets of
visits for each algorithm and use these to conduct an exploration of the parameter space for visit clustering,
shown later in Section 5.2. These sets of visits are empirically selected to provide representative trends with
regards to the relationship between the parameter space of the clustering algorithm and the metrics used to
characterise them.
4.3. Metrics
Selecting appropriate parameters for visit extraction and clustering is a difficult problem, not least
because of the limited knowledge available relating to how altering parameters would affect the properties
of the visits and locations produced. Adopting two application scenarios, namely the use-cases presented
in Section 1.2, we explore the properties of visits and locations to gain a greater understanding of the
applicability of certain algorithms and parameter sets.
This exploration is conducted with respect to metrics including the duration of visits extracted, proportion of data points classed as noise (as noise points indicate movement, this proportion is analogous to
proportion of time spent travelling between locations), and the area of locations extracted. In these cases,
while an application developer may not have specific target values, it is feasible that an acceptable range
of values could be determined. As an example, if an application requires room-size locations, then average
location area would be expected to be small, or if data were to be collected from a vehicle that is in motion
for most of the day, noise proportion would be expected to be high.
4.3.1. Ground-truth Comparisons
Clustering is generally viewed as an unsupervised learning problem. In order to investigate how the results
of clustering compare to an expected outcome, a ground-truth of visited locations needs to be available. If
such a ground-truth exists, comparisons to the locations determined by the algorithms can be performed
using the set-similarity measure Dice’s coefficient:
QS =

2|A ∩ B|
|A| + |B|

where QS is the quotient of similarity in range [0, 1]. A value of 1 indicates that the sets (A and B) are
identical, while 0 indicates no overlap. Although Dice’s coefficient is designed for comparing the contents of
two sets, it can be used over clusters by considering |A ∩ B| to represent the area covered by both clusters,
and |A|+|B| to be the sum of the areas of the clusters, effectively providing a score for the location properties
use-case.
4.4. Evaluation Data
Our primary evaluation data comes from the Nokia Mobile Data Challenge (MDC) Dataset [19, 20],
which is the largest dataset of its kind available for research purposes and consists of high-accuracy location
and usage data collected from smartphones carried by 191 users over a period of 2 years. From this dataset
we select the GPS location data from 9 MDC users with different lengths of data, ensuring resultant users
have a wide range of point cardinalities. In the process of protecting the privacy of users who contributed
data to the MDC Dataset, the creators opted to identify regions in which users live and work and truncate
the recorded latitude and longitude values for any points recorded in these areas, lowering accuracy and
removing all variance throughout these time periods. For our analysis we opt to exclude these points, and
treat them as missing data. The algorithms that we are discussing assume variance in data and, therefore,
testing them on datasets with this artificial property may produce unexpected results. On the other hand,
the expectation of periods of missing data is natural for all geospatial datasets recorded through devices
carried by the user, so no loss of generality should occur by treating such data as missing. A second caveat
of the MDC dataset is that the licensing terms of the data prohibit the distribution of maps showing user
data. In order to provide representations of extracted visits and locations, we employ a second dataset
consisting of points collected from the smartphone belonging to the first author of this paper in a manner
9

designed to replicate the collection methodology of the MDC dataset, spanning 114 days. Although only
containing data from a single user, all trends discussed in Section 5 relate equally to the MDC dataset and
this additional data.
4.4.1. Ground Truth Comparison Locations
The selection of distinct locations to use for comparison is extremely difficult in the absence of a ground
truth provided by the users themselves. The MDC Dataset includes user-contributed places which are
identified by algorithm and then labelled by the user. Unfortunately, this set is incomplete as it includes
places for only a small proportion of the users in the dataset. Furthermore, manually overlaying the identified
places on satellite imagery of the area provided no clear identification of the building or geographic feature
to which the place belonged, as the corresponding points covered several buildings or landmarks. Instead of
relying on these self-labelled places, we opt to identify manually 5 buildings or distinct geographic regions
(e.g. a park) that were unambiguously visited for each user throughout the course of the data. This is
achieved by overlaying all points belonging to a user on satellite imagery of the area, using Google Earth,
and inspecting the resulting plots to identify dense areas of points that had a clear centre on a geographic
feature or building. For each of the 9 users in our evaluation, we select 5 locations and summarise each
location into a minimum set of points, which is stored for later comparison. Although this methodology is
not flawless, as it may include locations visited a limited number of times, it provides an indication of how
well the algorithms perform at extracting the geographical shape of visited locations as described in the
location properties use-case in Section 1.2.
5. Parameter Exploration
Towards our goals of demonstrating the applicability of GVE to the task of visit extraction, and aiding
in parameter selection for applications of the algorithm, this section presents the results observed from visit
extraction under the methodology proposed in Section 4. This section begins with a parameter exploration
of GVE, with results presented in Section 5.1, by analysing properties of the visits extracted with respect to
the metrics discussed previously, then goes on to evaluate the locations extracted by clustering visits from
both GVE and the STA extractor using DBSCAN (Sec. 5.2). Finally, Section 5.3 presents an evaluation
of the applicability of both GVE and the STA extraction algorithm to the use-cases originally discussed in
Section 1.2, when locations are determined by DBSCAN.
5.1. Gradient-based Visit Extractor (Visit Extraction)
The effect of the parameters on the metrics discussed in Section 4.3 can be seen in Figures 1-3. In
each figure, surface plots are shown with separate plots for parameters α and β and for npoints and tmax ,
requiring the two missing parameters to be constrained. For supervised learning problems, it is possible
that there would be optimal values that can be selected to achieve this goal. However, no such values exist
for unsupervised clustering, and so we opt for constraining parameters such that the resultant plots provide
a representative view of the unconstrained parameters. Specifically, we opt for α = 0.1, β = 30, npoints =
5, tmax = 3600, which were empirically determined to provide a representative view of the trends present
in the relationships between the parameter space and the metrics. It is important to note that these graphs
are presented to show the trends, rather than specific values extracted. The specific values (e.g. number of
visits extracted) vary considerably based on the dataset provided to the algorithm, while the trends remain
constant.
Figure 1 shows the number of visits extracted for different GVE parameters, demonstrating their effects.
Specifically, Figure 1a shows the parameters α and β, which control the threshold function (a function on
the current number of points in the buffer). The number of visits extracted increases and their duration
becomes shorter when either α or β are lowered. When α becomes extremely small (< 0.25), this trend
changes abruptly. As the average number of data points per visit decreases, a significant proportion of these
visits contain only a single point. In the context of visit extraction, visits consisting of no duration, including
those that contain a single point, are considered noise and disregarded; hence the number of visits extracted
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Figure 2: Parameter effect on the proportion of points designated as noise

reduces, while the proportion of noise increases drastically (Figure 2a). The number of visits extracted by
the algorithm has a direct impact on the accurate visits use-case, in that the correct characterisation of
where a user spends their time requires the correct number of visits. If too few visits are extracted, multiple
real-world visits will have been merged, causing a loss of information, thus invalidating the utility afforded
by the start and end times of each visit.
When considering the number of visits extracted, the maximum time between consecutive points permitted for them to belong to the same visit, tmax , has limited impact as it affects very few visits (Figure 1b).
With small tmax values, visits are split more frequently as smaller amounts of missing data cause a visit to
be ended, thereby increasing the number of visits extracted. With larger values, the impact is no longer
noticeable due to the relatively small number of periods of missing data in the dataset. However, setting
tmax too large causes larger periods of missing data to be included within visits where it may have been
possible for a user to leave the visit and return, reducing the accuracy of visit properties. Similarly, npoints
is most impactful for small values. With a small npoints value, the gradient is calculated only over a small
number of samples and is therefore more susceptible to noise, prematurely ending visits and causing the
number of visits extracted to increase.
The relationships between the parameters and the number of visits extracted are corroborated by Figures 3c and 3d, which show that when the number of visits extracted decreases, the average length of the
extracted visits increases. While the maximum visit length (Figures 3e and 3f) also follows this general
trend, it is important to note that low values of α do not have the same effect as with average visit length
because the behaviour only affects very short visits.
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Table 2: Parameter sets considered for GVE algorithm

ID
GVE-1
GVE-2

α
0.25
1.5

β
12
36

npoints
10
30

tmax
1200
13500

Average Visit Count
4914
1293

Table 3: Parameter sets considered for STA extraction algorithm

ID
STAe-1
STAe-2

Dthres
7.5
15

Nbuf
4
26

Nd
2
13

Average Visit Count
1319
126

While the relationships between number of visits, average and maximum visit duration and proportion
of noise are heavily correlated, minimum visit duration (Figures 3a and 3b) does not follow this trend. In
fact, the length of the minimum visit extracted is not heavily dependent upon any parameter since GVE
does not impose a minimum bound on visit duration. While parameters may still influence the length of
the shortest visit, with a large and varied dataset the effect of the parameters on minimum visit length is
minimal. The results show that the shortest visit is extracted when both α and β are low, as this increases
the likeliness of a visit being marked as having ended sooner. Additionally, lower values of npoints cause the
length of the shortest visit to decrease, as the algorithm is only considering the trend of motion over a small
number of points. Not imposing a minimum bound on duration is beneficial because it allows arbitrarily
short visits to be extracted, although in some cases this may not be desirable. If the dataset were collected
at a very high rate, extremely short visits could be extracted. In certain applications these may not be
required and so can be removed easily in a single step once visit clustering has completed by classifying the
points belonging to them as noise retroactively.
5.2. DBSCAN (Visit Clustering)
With the properties of visits extracted through GVE better understood, the task now becomes clustering
visits together to form locations. As detailed in Section 4.2, visit clustering is performed on sets of visits
extracted using parameters selected to provide a representative overview of the relationship between the
parameter space and characterisation metrics employed. Parameters have been selected for both the GVE
and STA extraction algorithms for this purpose, and presented in Tables 2 and 3 respectively. Although a
detailed analysis of the parameter space of the STA extraction algorithm is omitted for brevity, the number of
visits extracted for all combinations of parameters was significantly lower than with GVE, making selection of
sets of parameters that produced similar numbers of visits infeasible without constraining GVE’s parameters
too heavily, and so only one set of parameters was selected for each algorithm that produced a similar number
of visits (GVE-2 and STAe-1). Clustering was then performed on these extracted visits by DBSCAN with
the parameters outlined in Section 4.2.
Figure 4 shows how the number of locations extracted varies with different algorithms and sets of parameters for DBSCAN, for two different values of minpts (1 and 5). The effect of the minpts parameter for
DBSCAN is consistent and the remaining values not shown are omitted for brevity. The results show that
DBSCAN performs predictably, and that the largest number of locations are extracted with the smallest eps
and minpts parameters (i.e. requiring the lowest density of points to consider a location). Increasing minpts
would require a higher density, thus creating fewer locations, and increasing eps would increase the area to
consider for a location, thereby creating fewer, but larger, locations. This finding is reinforced by Figure 5,
showing the average size of locations and the standard deviation of location sizes. The appropriate selection
of parameters for clustering is important for both use-cases presented in Section 1.2. For accurate visits,
locations are used to group visits together so that visits to the same location can be identified; therefore,
locations that are too large or small will cause visits that are not to the same location to be grouped together
incorrectly. The clustering step has a greater impact on location properties, however, as this use-case is solely
interested in the clustered locations. Setting the parameters such that the locations extracted are too small
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Figure 5: Parameter effect on the average size of locations for DBSCAN

will cause erroneous locations to be found as real-world locations are split into multiple parts, while if the
extracted locations are too large, real-world locations will be merged.
The relationship between the parameter spaces and the similarity to the ground truth cluster set (calculated using Dice’s coefficient, and representing a score of correctness for our location properties use-case) is
less straightforward. Figure 6 shows the relationship when calculating Dice’s coefficient for the location with
the highest similarity to each ground truth location. As eps is increased, the similarity begins to increase
and then slowly falls back down as the value is increased further. Dice’s coefficient is maximal when the
location and ground truth clusters are identical. If the extracted location is either larger or smaller than
the ground truth, the similarity is lower. The results in Figure 6 show that, of the 4 sets of visits used as a
basis for location clustering, GVE-1 (Table 2) produces locations that are closest to the ground truth.
5.3. Relation to Use-cases
Demonstrating the applicability of GVE to the problem of visit extraction, we focus on the two use-cases
presented in Section 1.2. The first, accurate visits, is concerned with characterising where a user spent their
time, achieved through the accurate identification of visits and subsequent accurate grouping together of
visits to form locations. While it is not possible to state categorically the optimum parameters for achieving
this goal for a given set of trajectories in absence of a concrete ground truth, we can use the exploration of
the parameter space to reason about suitable ranges of parameters. Using knowledge about the source and
length of trajectories, it would be reasonable to suggest an expected minimum number of visits, thereby
allowing us to constrain the available parameter space. Furthermore, the expected ratio of time that a
user spent travelling against time spent at a visit could be estimated, imposing minimum values for the
proportion of noise in the trajectories, as the proportion of noise is approximately equivalent to proportion
of time spent travelling between visits.
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5.3.1. Accurate Visits
In order to consider the applicability of each algorithm to the accurate visits use-case, we investigate the
properties of visits that are produced when using both algorithms. To achieve this, we use knowledge about
the data to make certain assumptions about properties of visits that we expect to see:
• Users make an average of between 2 and 15 visits per day;
• The maximum length of a single visit does not exceed 2 days (172800 seconds);
• Each user made at least one short visit, for example to buy coffee or pay for a service, and so the
minimum visit duration must be less than 10 minutes (600 seconds);
• Each user spent at least 60% of their time at a visit location, and no more than 40% travelling between
them (a noise proportion of less than 0.4).
While it is true that these assumptions may not hold for every individual, for example it may be possible
for a delivery driver to average more than 9.6 hours per day travelling (i.e. 40% of 24 hours), we believe
that they apply to the majority of people and, specifically, the majority of users who provided data for
the MDC dataset. However, the assumption of maximum visit length is not as likely to hold with certain
users if, for example, a hospital stay required them to remain stationary for more than 48 hours, or missing
data occurred in the dataset and this was recorded as a visit by the STA extraction algorithm (GVE uses a
parameter, tmax , to overcome this problem). We therefore investigate the effect of this set of assumptions
with and without the assumption of maximum visit length. Using all sets of visits extracted with the
parameters discussed in Section 4.2, we select only those that conform to these assumptions, with results
shown in Tables 4 and 5 (with and without the maximum visit length assumption, respectively), listed per
user, for both MDC users (represented by an ID number between 1 and 9) and the first author of this paper
(represented by A). In both tables, the column titled Matching shows the percentage of parameter sets that
produce visits consistent with the assumptions. It is important to note here that there are considerably
more possible sets of parameters for GVE than the STA extraction algorithm (4290 and 195, respectively)
as the GVE algorithm takes several more parameters and all combinations of parameters are considered.
Despite there being more runs for GVE, both sets of parameters were selected to cover the parameter space
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Table 4: Visit extraction summary (with maximum visit length assumption)

Algorithm

GVE

STA
extraction

User
1
2
3
4
5
6
7
8
9
A
1
2
3
4
5
6
7
8
9
A

Days
6
497
548
550
144
297
178
187
23
114
6
497
548
550
144
297
178
187
23
114

% Matching
32.005
42.541
39.744
67.366
66.503
0.023
48.368
54.149
8.462
59.557
8.205
0.0
0.0
0.0
4.103
0.0
0.0
0.0
0.0
16.923

Visits
53 - 90
2816 - 7454
2326 - 6438
1223 - 8246
469 - 2156
947 - 947
763 - 2670
753 - 2804
165 - 345
326 - 1634
21 - 55
291 - 709
299 - 1431

Avg. Length (S)
433 - 4018
388 - 3748
89 - 1464
106 - 6042
138 - 4938
1405 - 1405
67 - 1869
179 - 5084
137 - 2637
3005 - 17016
5223 - 12046
1652 - 4364
2565 - 17380

Noise Proportion
0.143 - 0.398
0.054 - 0.272
0.177 - 0.4
0.032 - 0.4
0.048 - 0.4
0.395 - 0.395
0.153 - 0.4
0.054 - 0.399
0.232 - 0.4
0.01 - 0.09
0.328 - 0.398
0.24 - 0.371
0.069 - 0.34

as well as possible, and so the difference in the number of parameter sets should not have an impact on the
results presented.
Focusing on the results for the GVE algorithm, in all cases at least one set of parameters produces
results consistent with our assumptions. User 6 is an anomaly, however, as only a single set of parameters
produced such a result, indicating that the assumptions may not be valid for this user. In this specific case,
the applicable parameter sets are restricted by the assumption placed on noise proportion, indicating that
the user may spend more than 40% of their time travelling. Considering the STA extraction algorithm, the
number of users for whom visits are extracted consistent with expectations is significantly reduced (3 out of
10 in Table 4, rising to 6 out of 10 when relaxing the maximum visit length assumption, shown in Table 5).
Under these assumptions, therefore, it appears that GVE produces visits that are likely to be applicable to
the accurate visits use-case.
As discussed in Section 4.4, the licence for the MDC data prohibits the distribution of maps that may
cause locations or users to be identified. For illustration, we therefore plot sample visits using trajectories
from the first author of this paper, where the visits are from parameters that produce visit sets consistent
with the assumptions outlined previously. Specifically, we select parameters by observing the results of
plotting visits on a map and selecting only parameters that create visits consistent with the expectation
that visits should not span multiple buildings. From this, the result with the lowest proportion of points
designated as noise is selected for each algorithm. With visual observation confirming the correctness of
visits, the visits with the lowest proportion of noise provide characterisation for the largest proportion of
time. The plots are shown in Figure 7 and the properties of the visits listed in Table 6. In Figure 7, visits are
represented by different colours with the convex hull of the points belonging to each visit illustrated in the
same colour as the points. The convex hulls have been included for clarity so as to present unambiguously
which points belong to which visit. In these specific cases, GVE has extracted several more, and shorter,
visits than STA and also covers more of the trajectories, as demonstrated by a lower noise proportion,
further indicating its applicability to the problem of visit extraction.
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Table 5: Visit extraction summary (without maximum visit length assumption)

Algorithm

GVE

STA
extraction

User
1
2
3
4
5
6
7
8
9
A
1
2
3
4
5
6
7
8
9
A

Days
6
497
548
550
144
297
178
187
23
114
6
497
548
550
144
297
178
187
23
114

% Matching
32.005
51.375
39.744
67.366
66.503
0.023
48.368
54.149
8.462
90.396
8.205
11.795
0.0
3.077
4.103
0.0
0.0
10.256
0.0
16.923

Visits
53 - 90
2436 - 7454
2326 - 6438
1223 - 8246
469 - 2156
947 - 947
763 - 2670
753 - 2804
165 - 345
228 - 1634
21 - 55
1028 - 6707
1128 - 2185
291 - 709
400 - 1359
299 - 1431

Avg. Length (S)
433 - 4018
388 - 5441
89 - 1464
106 - 6042
138 - 4938
1405 - 1405
67 - 1869
179 - 5084
137 - 2637
3005 - 24835
5223 - 12046
996 - 16262
3303 - 8853
1652 - 4364
2835 - 12827
2565 - 17380

Noise Proportion
0.143 - 0.398
0.053 - 0.272
0.177 - 0.4
0.032 - 0.4
0.048 - 0.4
0.395 - 0.395
0.153 - 0.4
0.054 - 0.399
0.232 - 0.4
0.007 - 0.09
0.328 - 0.398
0.179 - 0.399
0.246 - 0.361
0.24 - 0.371
0.206 - 0.384
0.069 - 0.34

Table 6: Metric summary of visualised visits

GVE
STA extraction

Visits
695
558

Avg. Visit (s)
7377
8991

Noise Proportion
0.063
0.118

5.3.2. Location Properties
With the second use-case, location properties, the aim is to extract locations that correctly represent the
geographical shape of buildings and locations known to have been visited by the users. Again, identification
of optimal parameters for this case requires a concrete ground truth. However, unlike the accurate visits
use-case, the manual identification and creation of a partial ground truth can be performed by observation.
While creating a ground truth for visits requires analysing each individual point to determine whether it
could be seen as starting or ending the visit, identifying locations visited can be performed top-down by
observing dense groups of points that fall on geographical landmarks such as buildings. With a set of observed
locations (Section 4.4.1) and a similarity measure (Dice’s coefficient), the selection of appropriate parameters
can be performed through a greedy search that aims to maximise this similarity value. Figure 8 shows the
identified ground truth locations and Figure 9 shows the clusters extracted that maximise Dice’s coefficient
relative to the extracted locations for both visit extraction algorithms, with a summary of parameters and
their corresponding Dice’s coefficient presented in Table 7. The visit extraction parameters used were the
same as in Figure 7. The results here demonstrate that GVE is capable of extracting visits that provide a
foundation for location extraction through clustering as all buildings were identified. Determining the exact
shapes of buildings is likely to be infeasible due to the inaccuracies inherent in location detection methods,
the summary of visits into a single point, and the fact that the individual may not have visited all areas of
the building. Despite this, the buildings themselves were correctly identified as locations meaningful to the
user, with a greater similarity to the ground-truth than the STA extraction algorithm produced.
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(a) GVE (α = 0.05, β = 36, npoints = 5, tmax = 1200) (b) STA extraction (Dthres = 2.5, Nbuf = 6, Nd = 3)
Figure 7: Extracted visits
Table 7: Parameter summary of visualised clusters

Visit Clusterer
GVE
STA extraction

Dice’s Coefficient
0.28
0.23

minpts
2
5

eps
25
75

6. Conclusion
This paper has considered location extraction from geospatial trajectories as a two-step process. In
the first step, periods of low mobility, referred to as visits, are extracted from the data, with these visits
then clustered into locations. Performing visit extraction as a precursor step, in such a manner, allows the
summarisation of a large dataset into relatively few visits, drastically reducing the complexity of clustering.
Once extracted, locations such as these are used as the basis for many applications and services, including
location prediction and systems that utilise context in order to reason about users as both individuals and
as groups.
The primary focus of this paper has been the presentation and analysis of GVE, the Gradient-based
Visit Extractor algorithm, that extracts periods of low mobility from geospatial data while maintaining
resilience to noise and overcoming the drawbacks of existing techniques. Specifically, GVE does not place
a minimum bound on visit duration, has no assumption of evenly spaced observations and does not impose
a delay on trajectory points being considered, making it amenable to visit extraction in real-time from a
larger variety of data sources than existing approaches. In addition to presenting the algorithm, this paper
has provided a comprehensive analysis of the properties of the visits extracted through an exploration of the
parameter space, thus providing application developers with knowledge to aid in parameter selection. The
applicability of GVE to the task of visit extraction was then demonstrated through both a comparison with
the STA extraction algorithm, the current state-of-the-art, and analysis of locations determined through
clustering with DBSCAN. In both of these investigations positive results demonstrating the suitability of
GVE were achieved, with evidence indicating increased accuracy over existing approaches. This quantitative
evaluation, lacking from previous work, demonstrates the applicability of the Gradient-based Visit Extractor
(GVE) algorithm to the task of visit extraction and, consequently, as a precursor step to location extraction
from geospatial trajectories.
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Figure 8: Ground truth clusters

(a) GVE - DBSCAN

(b) STAe - DBSCAN

Figure 9: Extracted clusters maximising Dice’s coefficient
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